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ABSTRACT 

Image stitching is a vital image processing technique in many modern multimedia 

applications, particularly for creating panoramic images and virtual reality environments. 

However, this processing presents significant challenges in near-uniform scenes, where 

theoretical feature detectors often struggle to identify distinctive interest points. This 

problem arises when images contain homogeneous content that lacks salient features, 

making it difficult to generate a sufficient number of well-distributed matching keypoints. 

The absence of such features often leads to an inadequate number of matched inliers between 

overlapping images, resulting in undesirable visual effects such as seams, ghosting, and 

geometric distortions. To address these limitations, this thesis proposes two novel feature 

detection approaches aimed at improving image stitching performance in near-uniform 

scenes. The first method, referred to as the enhanced partial differential equation (ePDE), 

introduces a feature detection technique based on nonlinear diffusion. This approach applies 

the Lorentz factor, inspired by Einstein’s theory of special relativity, to modify the 

conductivity function within the partial differential equation. This enhancement enables the 

construction of multiple enhanced edge-preserving nonlinear scale-spaces, significantly 

improve feature detection in homogeneous regions and outperforming several state-of-the-

art detectors. The second method employs the Log-Gabor feature transform (LGFT), which 

generates multiple oriented and scaled Log-Gabor scale-spaces to enhance the extraction of 

distinctive and matchable interest points, thereby addressing the limitations of intensity-

based feature detection techniques. Additionally, two new evaluation metrics are introduced: 

the spread-overlap measure ( ) and the recall-to-spread-overlap ratio ( ). These 

metrics offer a more comprehensive performance evaluation by considering both the 

accuracy and spatial distribution of inliers. Experimental results show that the proposed 
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LGFT and ePDE methods consistently improve image stitching performance, especially for 

near-uniform image datasets. Both methods achieve over a 14.63% higher image stitching 

success rate compared to current state-of-the-art techniques. The top-performing            

LGFT-1.4.3 variant achieves an average improvement of 4.8% in inlier accuracy and 

distribution, while the ePDE-  variant records an average improvement of 4.3%, both 

outperforming existing feature detectors. These results highlight the robustness and 

effectiveness of the proposed methods in addressing the challenges of stitching near-uniform 

scenes. 

Keywords: Image stitching, feature detection, near-uniform scene, nonlinear diffusion, 

Log-Gabor feature 
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Penjahitan Imej untuk Pemandangan Hampir-Seragam 

ABSTRAK 

Penjahitan imej merupakan suatu teknik pemprosesan imej yang penting dalam pelbagai 

aplikasi multimedia moden, terutamanya dalam pembinaan imej panorama dan 

persekitaran realiti maya. Walau bagaimanapun, pemprosesan ini menghadapi cabaran 

yang ketara dalam pemandangan hampir-seragam, di mana pengesan ciri teori sering 

menghadapi kesukaran untuk mengenal pasti titik-titik kepentingan yang distingtif. Masalah 

ini timbul apabila imej mengandungi kandungan homogen dan kekurangan ciri-ciri yang 

ketara, menjadikannya sukar untuk menjana bilangan titik pemadanan yang mencukupi dan 

bertaburan luas. Ketiadaan ciri-ciri ini sering mengakibatkan ketidakcukupan titik 

pemadanan antara imej-imej yang bertindih, menyebabkan kesan visual yang tidak diingini 

seperti kelim, bayang berganda dan herotan geometri. Bagi mengatasi masalah ini, tesis ini 

mencadangkan dua pendekatan baharu bagi pengesanan ciri bertujuan untuk meningkatkan 

prestasi penjahitan imej dalam pemandangan hampir-seragam. Kaedah pertama, dikenali 

sebagai persamaan pembezaan separa yang dipertingkatkan (ePDE), memperkenalkan 

teknik pengesanan ciri berasaskan difusi tak linear. Pendekatan ini menggunakan faktor 

Lorentz yang diilhamkan daripada teori relativiti khas Einstein untuk mengubahsuai fungsi 

kekonduksian dalam persamaan pembezaan separa. Penambahbaikan ini membolehkan 

pembentukan pelbagai ruang skala tak linear yang dapat mengekalkan sempadan objek 

dalam imej dengan lebih jelas, sekali gus meningkatkan keupayaan pengesanan ciri dalam 

kawasan homogen dan mengatasi prestasi beberapa pengesan ciri terkini sedia ada. Kaedah 

kedua menggunakan transformasi ciri Log-Gabor (LGFT), yang menghasilkan pelbagai 

ruang skala Log-Gabor dalam orientasi dan skala berbeza bagi mempertingkatkan 

pengekstrakan titik kepentingan yang lebih distingtif dan boleh dipadankan. Pendekatan ini 
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sekali gus mengatasi kekangan teknik pengesan ciri yang berasaskan keamatan imej. Selain 

itu, dua metrik penilaian baharu turut diperkenalkan: ukuran sebaran-liputan ( ) dan 

nisbah ingatan terhadap sebaran-liputan ( ). Kedua-dua metrik ini menawarkan 

penilaian prestasi yang lebih komprehensif dengan mengambil kira aspek ketepatan dan 

taburan ruang inlier. Keputusan eksperimen menunjukkan bahawa kaedah LGFT dan ePDE 

yang dicadangkan secara konsisten meningkatkan prestasi penjahitan imej, terutamanya 

bagi set data imej hampir-seragam. Kedua-dua kaedah ini mencapai kadar kejayaan 

penjahitan imej yang lebih tinggi melebihi 14.63% berbanding dengan teknik terkini sedia 

ada. Varian LGFT-1.4.3 yang menunjukkan prestasi terbaik mencatat purata peningkatan 

4.8% dari segi ketepatan dan taburan inlier, manakala varian ePDE-  merekodkan purata 

peningkatan 4.3%, kedua-duanya mengatasi pengesan ciri sedia ada. Keputusan ini 

membuktikan keteguhan dan keberkesanan kaedah-kaedah yang dicadangkan dalam 

menangani cabaran penjahitan image yang berpemandangan hampir seragam. 

Kata kunci: Penjahitan imej, pengesanan ciri, pemandangan hampir-seragam, difusi tak 

linear, ciri Log-Gabor 
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CHAPTER 1  
 
 

INTRODUCTION 

1.1 Study Background 

Image stitching is a technique that aligns and combines multiple overlapping images 

of a scene into a single, seamless image on a common reference frame or canvas. The 

primary goal is to create an image that offers a wider field of view (FOV) and enhanced 

resolution. Over the past two decades, significant advancements in image stitching research 

have accompanied numerous technological innovations. These developments are critical to 

various modern visual communication systems, including mobile devices (Xiong & Pulli, 

2010), surveillance systems (Yang et al., 2025), virtual reality environments (Nam & Han, 

2021), biomedical imaging (Bergen & Wittenberg, 2016) and social media platforms 

(Huang, 2016). As these technologies have become more widespread, they produce and 

process vast amounts of diverse visual data. Integrating image stitching with other fields 

unlocks new opportunities for users to interact with visual data in innovative and immersive 

ways. For instance, image stitching enables the creation of panoramic street views (Biljecki 

& Ito, 2021), enhances omnidirectional backgrounds in virtual reality environments (Nam 

& Han, 2021), and supports 3D surface reconstruction (Fu et al., 2023; Jiang et al., 2023). It 

also plays a crucial role in applications like simultaneous localization and mapping (SLAM) 

(Dong & Ganz, 2019) and biomedical imaging  (Bergen & Wittenberg, 2016), among others.  

According to Laato et al. (2024), geographic information systems (GIS) and online 

mapping services like Google Maps and OpenStreetMap have evolved from using raster 

image tiles to providing higher-fidelity 3D spatial information. This evolution has been 

accelerated by advancements in image stitching techniques, particularly when combined 
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with unmanned aerial vehicles (UAV), enabling large-scale 3D geographical mapping at 

relatively low costs. As algorithms in this field have progressed and been increasingly 

integrated, image stitching has become a fundamental aspect of image processing. However, 

achieving efficient and high-quality image stitching remains a significant challenge and has 

been a persistent concern in computer vision (CV) since its early days. The subsequent 

section will provide a more detailed discussion of the specific challenges associated with 

efficient and high-quality image stitching for near-uniform datasets. 

The popularity of image stitching lies in its cost-effective and capability to capture 

panoramic and wide FOV images without the need for expensive and specialized cameras. 

The effectiveness of image stitching tools integrated into handheld mobile cameras to create 

panoramic views often leads to the misconception that the challenges associated with image 

stitching have been completely addressed. However, many of these tools rely on a mix of 

basic image stitching techniques and stabilization algorithms (Lyu et al., 2019). These tools 

typically require a controlled acquisition environment, where the camera is moved or rotated 

horizontally by a fixed angle around its vertical axis in a single direction to ensure a 

consistent overlapping area. Moving the camera too quickly or in the incorrect direction can 

lead the stitching process to fail, resulting in choppy or misaligned images.  

Additionally, handheld mobile cameras often simplify the image stitching process by 

bypassing steps like feature extraction, correspondence matching, and transformation 

estimation under certain conditions (Ha et al., 2007). The embedded stitching algorithms are 

typically fine-tuned through pre-calibration of the vision sensors' intrinsic and extrinsic 

parameters, creating a consistent stitching template and reducing cumulative errors to 

produce smooth panoramas (Lyu et al., 2019). This suggests that current image stitching 
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algorithms still struggle with many real-world challenges and often rely on additional 

support from pre-calibration processes, controlled acquisition conditions, and image 

stabilization to perform effectively in practical applications. 

Even in the era of deep learning (DL), many applications still benefit from theoretical 

CV algorithms that can be more suitable and effective for certain tasks, such as image 

stitching and 3D mesh reconstruction. In contrast, DL can sometimes be unnecessarily 

applied to simpler tasks like colour classification (O’Mahony et al., 2020). Therefore, 

theoretical CV methods offer a practical alternative, especially in situations where DL might 

be excessive or resource intensive. Hybrid approaches that combine DL with theoretical 

feature-based methods have shown advantages in feature detection applications (O’Mahony 

et al., 2020), demonstrating that theoretical CV remains relevant and valuable today. Since 

DL generally requires large datasets for training and demands substantial computational 

resources, this research deliberately focuses on enhancing and applying theoretical image 

stitching methods. In particular, it aims to improve feature detection algorithms to address 

challenges associated with near-uniform datasets. 

 

1.2 Problem Statement  

Image stitching technology has seen significant advancements, enhancing many 

everyday applications by addressing the limitations of field-of-view (FOV) in images and 

videos. Most image stitching techniques perform well on many published datasets and 

images that are carefully chosen, typically featuring natural baselines and minimal or no 

parallax in feature-rich scenes. However, the stitching of real-world images remains 
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challenging due to wide baselines, large parallax, variations in illumination and contrast, 

moving objects, low-texture, and occlusion (Lyu et al., 2019; Pandey & Pati, 2019). 

Images with low-texture, also referred to as near-uniform scenes, can appear either 

in part or as whole images. These scenes often contain large areas of uniform background, 

such as smooth flooring surfaces, skies with fine clouds, oceans, deserts, grass fields, forests, 

and smooth planetary surfaces. Figure 1.1 presents several examples of near-uniform scenes. 

These types of images present significant challenges for theoretical feature extraction 

methods compared to those with rich and distinctive textures. Theoretical feature-based 

image stitching algorithms often find it challenging to identify sufficient distinctive 

corresponding interest points for accurately matching and aligning near-uniform images. The 

 

Figure 1.1: Examples of near-uniform scene images 

 



5 

lack of distinctive information in these scenes makes it difficult for feature detectors to find 

stable corresponding points between images, resulting in noticeable stitching artifacts such 

as seams, ghosting effects, and significant geometric distortion in the final stitched image. 

Current feature detectors are fundamentally designed to identify interest points based 

on semantic structures in image content, such as ridges, edges, corners, and blobs. When 

images contain partially near-uniform regions, the corresponding interest points in 

overlapping areas are often distributed unevenly. This uneven distribution can lead to 

substantial transformation distortions between images, resulting in poor stitching quality. 

The problem arises because corresponding interest points are typically absent in featureless 

or homogeneous regions and are instead concentrated in small, feature-rich areas, leading to 

"clustering" within a narrow portion of the overlapping region, as shown in Figure 1.2. As a 

result, fitting this unevenly distributed data into a geometric transformation model becomes 

challenging, ultimately degrades the quality of the stitching. Therefore, it is essential to 

achieve a uniform distribution of corresponding interest points in the overlapping areas of 

the image pairs to accurately estimate the geometric transformation before alignment, 

ensuring the highest possible stitching quality. 

While perfect alignment is rarely achieved for real-world scene images, many 

researchers have worked on developing improved alignment and composition techniques to 

effectively reduce or hide stitching artifacts (Nie et al., 2020; Zaragoza et al., 2014). 

However, addressing severe misalignment or distortion remains challenging (Xiang et al., 

2018). Some researchers have developed mesh-based alignment optimization algorithms to 

minimize misalignment and address challenging issues, especially those related to parallax 

and wide baselines (Zaragoza et al., 2014). However, to the best of author's understanding, 
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no efforts have yet been made to specifically address misalignment caused by near-uniform 

or low-texture scenes. 

 

Figure 1.2: Examples of  "clustering" interest points in the stitched images. Yellow 
crosses represent interest points from one image, while magenta circles mark their 

corresponding points in the overlapping image. The seam is retained to highlight the 
stitching alignment 
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In near-uniform scenes, Fu et al. (2023) points out that existing algorithms typically 

use a multi-threshold point filter to enhance the uniformity of feature point distribution 

within an image. However, this approach is prone to feature point mismatches. Deep learning 

techniques can also be employed to insert feature points into near-uniform regions, 

potentially helping to address this issue, but they require significant computational resources 

(Fu et al., 2023). Some researchers have emphasized the need to focus more on image 

stitching in real-world and complex scenes, including those with near-uniform or low-texture 

scenes (Fu et al., 2023; Lyu et al., 2019). 

Since image stitching combines multiple images, evaluating the resulting quality is 

essential to assess the effectiveness of stitching algorithms. Typically, this evaluation 

considers several factors, including registration accuracy, structural similarity, smooth 

transitions between images, and computational efficiency (Bergen & Wittenberg, 2016). 

Common metrics such as repeatability (Mikolajczyk & Schmid, 2001) as well as recall and 

precision (Mikolajczyk & Schmid, 2005) are widely used to assess the effectiveness of 

feature detectors and descriptors. However, these metrics do not directly address the impact 

of matched corresponding points between images on the overall stitching quality. High 

repeatability and recall do not guarantee that the number and spatial distribution of 

corresponding points are adequate to achieve high-quality stitching results. 

The Structural Similarity Index (SSIM), introduced by Wang et al. (2004), is one of 

the earliest metrics used to evaluate image quality, but it is not well-suited for capturing 

stitching artifacts present in panoramic stitched images (Ullah et al., 2020). Since then, 

numerous methods for Stitched Image Quality Assessment (SIQA) have been established 

(Tian et al., 2021). While these methods show promising results in assessing stitched image 
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quality, several challenges remain. One major issue is the lack of a publicly available, 

general-purpose benchmark dataset that includes distorted panoramic images covering a 

wide range of distortion types (Ullah et al., 2022; Yang et al., 2025). The absence of datasets, 

particularly those featuring near-uniform scenes, limits the effectiveness of existing SIQA 

methods to detect subtle stitching artifacts that are also difficult for human perception. 

Besides, current assessment approaches do not directly correlate the performance of feature 

detectors with the overall quality of the stitched images. 

 

1.3 Objectives 

The primary goal of this thesis is to develop new feature-based stitching techniques 

to address the challenges posed by stitching near-uniform images. It also introduces new 

evaluation metrics that better reflect the relationship between the inliers detected by feature 

detectors and the resulting quality of stitched images. Using these metrics, the effectiveness 

of the proposed methods is evaluated and compared with several advanced stitching 

techniques. 

The research addresses key issues in image stitching, particularly in near-uniform 

scenes, through the following objectives: 

i. To enhance keypoint feature detection through a Lorentz-modulated 

nonlinear diffusion approach in the spatial domain. 

ii. To improve the representation of texture details in near-uniform scenes using 

a Log-Gabor feature transform approach in the frequency domain. 
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iii. To develop new evaluation metrics for feature-based image stitching that 

capture both inlier accuracy and their spatial distribution. 

 

1.4 Significance and Contribution  

This research explores advanced feature detection techniques aimed at improving 

image stitching quality and mitigating critical misalignment and geometric distortion, 

particularly in near-uniform or low-texture scenes. It focuses on developing and validating 

new feature detection methods based on two approaches: Lorentz-modulated nonlinear 

diffusion and Log-Gabor feature transforms. These approaches are proposed to address 

different limitations in near-uniform image stitching, where the former improves scale-space 

representation by preserving object boundaries in the spatial domain, and the latter enhances 

robustness by capturing local texture granularity in the frequency domain. These methods 

are designed to increase the number of reliable matchable interest points, or inliers, across a 

broader area within the overlapping images. As a result, the proposed techniques seek to 

generate high-quality image stitching and minimize visible artifacts in the resulting stitched 

images, especially for near-uniform scenes.  

This study focuses on the algorithmic development and assessment of the proposed 

methods, excluding practical implementation aspects such as hardware considerations or 

real-time application deployment. The thesis addresses theoretical approaches to image 

stitching by developing new algorithms focused on feature-based methods, deliberately 

excluding deep learning (DL) techniques due to their requirement for larger datasets and 

high-performance computing hardware. Furthermore, two new evaluation metrics, the 

spread-overlap,  and the recall-to-spread-overlap ratio, , are introduced to provide 
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a more comprehensive evaluation of feature detection performance. These metrics assess 

both the accuracy of detected inliers and their spatial distribution in relation to the resulting 

image stitching quality. The performance of the proposed methods is evaluated using 218 

image pairs, including 157 newly generated near-uniform pairs in this thesis. 

 

1.5 Thesis Outline 

This thesis presents an in-depth study on the development of multi-scale feature-

based image stitching algorithms and evaluation metrics, with a particular focus on 

addressing the challenges posed by near-uniform scene images. It also includes performance 

evaluations of the proposed methods using various datasets. The thesis is structured into five 

chapters, briefly described as follows. 

Chapter 2, Literature Review, explores existing research on image stitching, 

highlighting both its advancements and limitations. This chapter provides an overview of 

various feature detectors and feature descriptors utilized within the computer vision 

community, along with a discussion of performance evaluation metrics such as repeatability, 

recall, and precision. The chapter also examines the relevance of theoretical methods in the 

era of deep learning. It concludes by identifying the research gaps that this study aims to 

address and provides a summary of the reviewed literature. 

Chapter 3, Methodology, outlines the proposed methods. It describes the first 

proposed method: Enhanced Partial Differential Equation (ePDE), including discussions on 

nonlinear diffusion filtering, the improved conductivity function based on the Lorentz factor, 

and Lorentz-modulated nonlinear scale-spaces. The chapter then covers the second proposed 
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method: Log-Gabor Feature Transform (LGFT), including 2D Log-Gabor filtering and its 

scale-spaces. It also explains feature description, the image stitching algorithm, and 

introduces new performance evaluation metrics: the spread-overlap,  and  scores.  

Chapter 4, Results and Discussion, presents the experimental findings and analyses 

the performance of the proposed methods. It begins with an overview of the experimental 

tools and datasets, followed by a discussion of the pre-analysis and parameter settings for 

both ePDE and LGFT methods. The chapter then compares scale-spaces and evaluates the 

performance of the proposed methods through quantitative, qualitative, and efficiency 

comparisons, validating their effectiveness in minimizing stitching distortion and artifacts.   

Finally, Chapter 5, Conclusion and Future Works, summarizes the key findings of 

the research and discusses its limitations. It outlines the study's contributions to the field of 

image stitching, specifically in enhancing stitching quality in near-uniform scenes. The 

chapter also suggests directions for future research, identifying potential areas for further 

investigation and improvement. In essence, this concluding chapter wraps up the thesis by 

emphasizing the significance of the research and its implications for future work.
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CHAPTER 2  
 
 

LITERATURE REVIEW 

2.1 Introduction 

Image stitching aligns and merges multiple images to create a high-resolution wide 

field of view image. With the advancements in camera technology and the increasing use of 

drones, image stitching has become essential and is widely applied in various fields, 

including panoramic street views (Biljecki & Ito, 2021), virtual reality (Yang et al., 2025;  

Zhou et al., 2023), aerial and satellite mapping (Li & Zhou, 2024; Wei et al., 2024), medical 

imaging (Mohammadi et al., 2024), and astronomical imaging (Wang et al., 2024), among 

others. Despite significant progress in image stitching research, not all techniques effectively 

address the diverse challenges encountered, particularly in handling low-texture or near-

uniform scene images (Lyu et al., 2019; Pandey & Pati, 2019; Yang et al., 2025). 

To implement an image stitching algorithm, the process typically begins with feature 

detection to identify interest points across overlapping images (Awad & Hassaballah, 2016). 

These interest points are then described using robust feature descriptors that encode the local 

neighbourhood information and ensure consistency under changes in scale, rotation, and 

illumination (Awad & Hassaballah, 2016). Accurate keypoints matching enables precise 

homography estimation is essential for image alignment and blending. However, each 

feature detection method has its strengths and limitations depending on the type of images 

being processed. Many existing feature detection algorithms rely on complex geometric 

features for image alignment. However, these features become unreliable in low-resolution 

or texture-scarce scenarios, making image stitching more challenging (Yang et al., 2025).  
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Performance evaluation is crucial in image stitching, as it directly impacts the 

quality, reliability, applicability, and efficiency of the stitched images. While there is no 

single definitive standard for assessing the performance of image stitching (Bergen & 

Wittenberg, 2016), several commonly used metrics, such as repeatability (Mikolajczyk & 

Schmid, 2001; Schmid et al., 2000), recall and precision (Mikolajczyk & Schmid, 2005), are 

widely applied to assess the effectiveness of feature detectors and descriptors. The Structural 

Similarity Index (SSIM) introduced by Wang et al. (2004) remains one of the earliest and 

most widely adopted metrics for general image quality assessment. However, standard image 

quality metrics are often insufficient for stitched images and require specific assessment 

approaches such as Stitched Image Quality Assessment (SIQA) methods (Tian et al., 2021). 

Deep learning (DL) has emerged as a major trend in computer vision (CV), raising 

questions about the relevance of theoretical methods that have dominated the field for the 

past two decades. Reviewing the strengths and limitations of DL methods and exploring how 

theoretical techniques complement DL approaches in the context of image stitching is an 

intriguing topic and provides valuable insights. This perspective helps in identifying research 

gaps, particularly in addressing the challenges of stitching near-uniform images, which is 

the primary focus of this thesis.  

This chapter is organized into eight sections. Section 2.2 provides a brief overview 

of image stitching classifications and common processing steps. Section 2.3 reviews existing 

feature detectors, categorized into single-scale, multi-scale, affine-invariant, and region-

based detectors. Section 2.4 describes feature descriptors that represent keypoints robustly 

under geometric and photometric changes. Section 2.5 outlines commonly used evaluation 

methods, while Section 2.6 compares theoretical techniques with deep learning approaches. 
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Section 2.7 highlights current research gaps in image stitching. Finally, Section 2.8 presents 

the chapter summary. 

 

2.2 Image Stitching Review 

Modern image stitching techniques can be broadly divided into two main approaches: 

theoretical methods and deep learning-based methods (see Figure 2.1). Theoretical methods 

depend on handcrafted features to find correspondences between images, while deep 

learning approaches utilize neural networks to learn these correspondences directly from 

data. Since deep learning-based methods are beyond the scope of this thesis, the focus will 

be on theoretical methods. Theoretical image stitching methods can be further classified into 

two categories, namely the mosaic and panoramic stitching methods (see Figure 2.2). Mosaic 

stitching is used to create stitched planar images, whereas panoramic stitching is for 

producing stitched panoramic images (Fu et al., 2023). Both approaches stem from the same 

foundational principles. Mosaic stitching involves several key steps, including image 

registration, alignment, and blending of multiple overlapping images to create a larger field-

of-view (FOV) image. In panoramic stitching, after alignment, an additional step of 

modelling and mapping is applied, resulting a panoramic image based on 3D models (Fu et 

al., 2023).  

Image registration is probably the most critical step in image stitching, as it is nearly 

impossible to develop a successful stitching algorithm without accurate registration. In the 

registration step, stitching algorithms can be based on either the spatial domain or the 

frequency domain, as illustrated in Figure 2.1. Spatial domain-based image stitching uses 

pixel  properties  to  extract  features  for  registration,  and  most  existing  image  stitching  
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Figure 2.1: Classification of image stitching techniques based on registration methods 

 

methods fall into this category. In contrast, frequency domain-based image stitching involves 

computing phase correlation properties in the frequency domain to identify the optimal 

transformation models between images.  

Spatial domain-based image stitching can be further divided into pixel-based and 

feature-based approaches. Pixel-based image stitching relies on pixel-to-pixel matching to 

determine the geometric transformation between image pairs. This method works by shifting 

a small window of pixels across the overlapping regions of the images and evaluating how 

well the pixels align. Common criteria used in pixel-based image stitching include sum of 
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squared differences (SSD), normalized cross correlation (NCC) and mutual information (MI) 

stitching (Bergen & Wittenberg, 2016). 

SSD measures similarity by summing the squared intensity differences between 

corresponding pixels, with lower SSD values indicating better alignment. NCC determines 

similarity by comparing image intensity values, normalized by their means and variances, 

where higher NCC values suggest better alignment. MI measures similarity based on the 

amount of shared information between two images, derived from the difference between the 

sum of individual entropies and the joint entropy of the images. 

Unlike pixel-based methods, feature-based image stitching primarily relies on feature 

extraction algorithms to identify salient features in the images and match them to estimate 

the geometric transformation between image pairs. This approach involves detecting 

corresponding interest points in the images and estimating a homography from the correct 

matches or inliers, allowing the images to be warped and stitched together into a common 

reference of coordinates. Although feature-based stitching generally produces better results 

than pixel-based methods, it comes with higher computational costs. 

Feature-based stitching techniques can be categorized into two categories: low-level 

feature-based stitching and contour-based stitching. Common low-level features include 

semantic structures within the image, such as ridges, edges, corners, and blobs. Ideally, these 

features should be distinct, evenly distributed across the image, easily detectable in both 

images, robust against various geometric and photometric changes, and have a high 

repeatability rate (Ghosh & Kaabouch, 2016). Figure 2.1 illustrates some popular low-level 

feature extraction methods used in the stitching literature, including their classification into 

single-scale, multi-scale, and affine-invariant feature detectors.  
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In contrast, contour-based stitching algorithms focus on extracting mid-level features 

from images, which are considered more natural than low-level features. Contour features 

are concerned with identifying the position, orientation, and size of geometric shapes or 

structures within the image. These features are then matched to compute the geometric 

transformation based on correspondences. However, contour features typically require more 

computational resources than low-level features. 

Image stitching involves multiple image processing steps, generally categorized into 

four main stages: image preprocessing, image registration, image alignment, and image 

blending. Figure 2.2 outlines the common processing steps for both mosaic stitching and 

panoramic stitching. Depending on the specific challenges of a computer vision (CV) task, 

real-world scene images may be captured using various types of cameras or imaging devices, 

such as handheld mobile cameras, endoscopes, microscopes, or telescopes. The data formats 

from these devices can vary, typically resulting in either planar or fisheye images. 

Each input image undergoes a preprocessing step to correct any display effects. 

Common preprocessing tasks include compensating for exposure and colour, correcting 

radial distortion, reducing noise and vignetting effects, and segmenting the foreground from 

the background to extract moving objects (Bergen & Wittenberg, 2016). 

After preprocessing, the next crucial step is image registration. In this step, it is vital 

to extract stable and consistent interest points or keypoints, as their reliability plays a 

significant role in the effectiveness and convergence of the matching and optimization 

algorithms used to align images. Incorrect matching of interest points can lead to significant 

stitching errors, therefore techniques like efficient approximate nearest neighbour search 

(Muja  &  Lowe, 2009)   and   the   Random   Sample   Consensus   (RANSAC)   algorithm  



18 

 

Figure 2.2: Common image stitching processing steps for mosaic stitching and 
panoramic stitching 

 

(Fischler & Bolles, 1981) are generally employed to remove outliers and accurately calculate 

the geometric transformation between overlapping images. 

In image alignment, several key algorithms play a crucial role, including global and 

local projective transformations, warping, and seam-cutting techniques. Image alignment 

involves determining the appropriate homography model that relates pixel coordinates 

between two images, as thoroughly explained by Szeliski (2007) in his early work. For 
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optimal image stitching performance, image alignment must be nearly perfect to effectively 

manage image deformation. 

AutoStitch (Brown & Lowe, 2007) introduced one of the first global projective 

transformation methods. However, it struggles to address parallax issues because it assumes 

that the overlapping areas between images lie on the same plane and that the camera's optical 

centre remains fixed, allowing only rotational movement. To improve stitching outcomes, 

advanced transformation models that utilize multiple homography matrices have been 

developed. Examples include the dual-homography warping method by Gao et al. (2011) 

and the Smoothly Varying Affine (SVA) method proposed by Lin et al. (2011), both of 

which employs multiple affine transformations. 

Local projective transformation algorithms, like the mesh-based method, further 

enhance image stitching capabilities affected by parallax. The As-Projective-As-Possible 

(APAP) method, introduced by Zaragoza et al. (2014), is the first to bring mesh-based image 

deformation and alignment strategies into the domain of image stitching. APAP breaks the 

image into uniform grids and calculates a local homography matrix for each grid.  This 

process aligns the overlapping regions while preserving the structure of non-overlapping 

areas and minimizing distortion. Building on APAP, subsequent research has led to 

developments like Shape-Preserving Half Projective (SPHP) (Chang et al., 2014) and 

Adaptive as-Natural-as-Possible (ANAP) (Lin et al., 2015).  

After estimating the homography for the geometric transformation between images, 

the next step in image stitching is typically warping. Warping involves mapping the pixels 

of an image according to the transformation defined by the homography, aligning it with the 

reference image before blending them in the final stitching process. Essentially, warping 
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adjusts the shape or perspective of the image. Once the images are warped and aligned, the 

seam-cutting step identifies the optimal location within the overlapping region by comparing 

pixel similarities. This process eliminates structural and intensity misalignments, ensuring a 

smooth transition between overlapping regions and minimizing visible seams or artifacts. 

The GraphCut method, introduced by Boykov et al. (1999), is considered a classic seam-

cutting technique. Gao et al. (2013) later proposed a seam-driven method to optimize mesh 

deformation and improve final stitching results. Since then, various seam-cutting methods 

have been developed to better handle parallax issues, such as parallax-tolerant stitching that 

utilizes robust elastic warping (Li et al., 2018) and Seam-Guided Local Alignment 

(SEAGULL) (Lin et al., 2016).  

Due to differences in equipment parameters, acquisition viewpoints, and lighting 

conditions, the final stitched image often exhibits inconsistent light intensity and colour after 

multiple images are projected onto the same plane through geometric transformation. This 

is where blending comes into play, combining and fusing the images according to specific 

fusion criteria. Blending is the final step in image stitching and typically involves image 

fusion. Image fusion can be generally categorized into linear fusion and Poisson fusion.  

Linear fusion combines images in overlapping regions based on the principle of linear 

superposition, with feather blending applying a linearly decreasing weight from the stitching 

seam to the edge of the overlapping area. In contrast, Poisson fusion is a multiband fusion 

technique that smoothly merges overlapping image regions, where the weights for each layer 

are based on their respective scaling, although these weights may not always be optimal. 
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Further reading on image stitching can be found in Yang et al. (2025), Mohammadi 

et al. (2024), Zhang & Xiu (2023), Gómez-Reyes et al. (2022), El Abbadi et al. (2021), 

Jagadeeswari et al. (2021), Paul & Pati (2021), and Wang & Yang (2020).  

 

2.3 Feature Detectors 

Over the past few years, image feature detectors and descriptors have become 

essential tools in numerous computer vision applications, including image retrieval, image 

classification, object recognition, object tracking, augmented reality, 3D reconstruction, as 

well as image registration and stitching. In the context of image stitching, feature detection 

is especially crucial because the success of the stitching process largely relies on the ability 

to identify stable and distinct features within the image. Feature detection focuses on 

detecting significant key structures and elements in images, such as points, curves, lines, and 

regions, that represent the semantic content of the image, such as corners, edges, ridges, and 

blobs (Li et al., 2015). These image structures can be categorized into corner features, blob 

features, line or edge features, and morphological region features (Ma et al., 2021). 

Typically, these features are represented as interest points, like corners and blobs, or 

keypoints that are usually associated with descriptors for the matching step of image 

stitching. The term 'feature points' is usually used to represent both interest points and 

keypoints. 

The ultimate goal of a feature detector is to extract features from images with high 

stability in an effective and efficient manner. According to Awad & Hassaballah (2016) and 

Joshi & Patel (2020), an ideal feature detector should possess qualities such as robustness, 

repeatability, accuracy, generality, efficiency, and quantity. In other words, the algorithm 
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should consistently detect the same features regardless of different geometric 

transformations, be repeatable under varying viewing conditions, accurately locate image 

features at the same pixel locations, be applicable across different tasks, execute quickly 

enough for real-time applications, and detect most, if not all, relevant features in the image. 

While many feature detectors exist in the literature, there is currently no single algorithm 

that is ideal or appropriate for every application. Feature detectors can be generally 

categorized into single-scale detectors, multi-scale detectors, and affine invariant detectors 

(Awad & Hassaballah, 2016). Figure 2.3 illustrates the classification of feature detectors in 

a hierarchical form. 

 

Figure 2.3: Classification of common feature detection techniques 
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The earliest study of feature detectors dates back to Moravec's work on single-scale 

corner feature detection (Moravec, 1977). Although Moravec's detector is straightforward 

and easy to implement, it does not handle rotation well. This limitation is addressed by the 

Harris detector, which combines corner and edge detection to tackle problems related to 

anisotropy and computational complexity (Harris & Stephens, 1988). However, the Harris 

detector does not exhibit scale invariance, reducing its effectiveness in matching images of 

varying sizes. Shi & Tomasi (1994) enhanced the Harris detector, achieving better tracking 

performance by ensuring more even feature distribution and improving localization 

accuracy.  

Other notable single-scale corner detectors are the Smallest Univalue Segment 

Assimilating Nucleus (SUSAN) that aims to minimize image noise (Smith & Brady, 1997), 

and the Features from Accelerated Segment Test (FAST), which is tailored for real-time 

video processing (Rosten & Drummond, 2005, 2006). Additionally, the Adaptive and 

Generic Accelerated Segment Test (AGAST) builds on FAST by offering faster, adaptive, 

and more generic segment testing (Mair et al., 2010). The Oriented FAST and Rotated 

BRIEF (ORB) combines the FAST feature detector with the Binary Robust Independent 

Elementary Features (BRIEF) descriptor (Rublee et al., 2011). Although single-scale 

detectors are typically invariant to transformations like translation, rotation, noise and 

changes in illumination, they have difficulty handling scaling issues. 

Consequently, multi-scale detectors have emerged to reliably extract distinctive 

features despite changes in scale. Techniques based on second-order partial derivatives, such 

as Laplacian of Gaussian (LoG), Difference of Gaussian (DoG), and Determinant of Hessian 

(DoH), are commonly employed in multi-scale feature detection to identify blob-like 
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structures at various scales within an image. These methods are prominently utilized in the 

well-known Scale-Invariant Feature Transform (SIFT) algorithm (Lowe, 1999, 2004). SIFT 

primarily employs DoG is derived from the difference of LoG filters to identify local 

extrema, while important features are selected using DoH. Since then, many researchers have 

been drawn to multi-scale feature-based methods, applying them in diverse areas of 

computer vision (CV), such as feature detection, texture analysis, image segmentation, 

image retrieval, and object recognition.  

Several variants of SIFT have been crafted, such as Principal Components Analysis 

SIFT (PCA-SIFT) (Ke & Sukthankar, 2004), Colored SIFT (CSIFT) (Abdel-Hakim & Farag, 

2006), Affine-SIFT (ASIFT) (Morel & Yu, 2009), Dense SIFT (Wang et al., 2010) and 

Bilateral Filter SIFT (BFSIFT) (Wang et al., 2012). The Speeded Up Robust Features 

(SURF) improves on SIFT by approximating the Hessian matrix-based detector through the 

use of Haar wavelet transforms and integral images, thereby simplifying the computation of 

second-order partial derivatives (Bay et al., 2006). Center Surround Extremas (CenSurE) 

employs simplified bi-level Gaussian approximation kernels as center-surround filters, 

allowing rapid real-time computation with integral images (Agrawal et al., 2008). Binary 

Robust Invariant Scalable Keypoints (BRISK) features an innovative scale-space detector 

based on FAST, paired with a binary descriptor string. It uses a customizable circular 

sampling pattern to compute intensity comparisons for the bit-string descriptor (Leutenegger 

et al., 2011). 

While SIFT and SURF use Gaussian scale-spaces and are highly effective at 

detecting interest points, Gaussian smoothing has its limitations. It blurs both image details 

and noise, which can reduce the accuracy and distinctiveness of interest points by not 
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preserving object boundaries (Alcantarilla et al., 2012). To address this issue, nonlinear 

diffusion filtering can be used to create smooth scale-spaces while preserving natural 

boundaries of regions and objects (Perona & Malik, 1990). Methods like KAZE (Alcantarilla 

et al., 2012), Accelerated KAZE (AKAZE) (Alcantarilla et al., 2013), and Sparse Random 

Projection AKAZE (SRP-AKAZE) (Li et al., 2020) utilize nonlinear diffusion filtering to 

enhance the detection of local extrema across different nonlinear scale levels.  

For significant affine transformations, scale-invariant detectors may fail because 

scale changes can differ in each direction rather than being uniform. To address this, 

advanced affine invariant detectors have been developed. Notably, Mikolajczyk & Schmid 

(2002, 2004) combined the Harris detector with the Laplacian kernel to create detectors for 

both scale and affine feature detection, such as the Harris-Laplace and Harris-Affine 

detectors. Their approach adjusts the position, scale, and shape of a point neighbourhood to 

attain affine invariance. This concept is similarly implemented in the Hessian-based detector, 

leading to the development of the Hessian-Laplace and Hessian-Affine detectors, as 

thoroughly analysed by Mikolajczyk & Schmid (2005). 

Other approaches, such as Maximally Stable Extremal Regions (MSER), use 

extremal regions to extract covariant areas from images for wide-baseline matching  (Matas 

et al., 2004). Recent multi-scale detectors designed for stitching multimodal images include 

the Radiation-variation Insensitive Feature Transform (RIFT) (Li et al., 2020) employs phase 

congruency for feature detection, and a maximum index map (MIM) for feature description. 

The Multi-scale Structural Feature Transform (MSFT) (Hu et al., 2023) is another example, 

utilizing a DoG image pyramid to identify scale-invariant feature points and address 

nonlinear radiation distortions.  
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In recent years, deep learning-based feature detectors have attracted significant 

research attention, especially with the advent of SuperPoint features (Detone et al., 2018) 

and SuperGlue (Sarlin et al., 2020) and FIUSNet (Ni et al., 2024). Zheng et al. (2018) explore 

the connection between SIFT and CNN-based methods. While many deep learning detectors 

have shown strong performance, the selection of a detector typically relies on specific 

computer vision tasks, considering the subtle differences between them. The relevance of 

theoretical methods versus deep learning approaches in image stitching presents an 

important and engaging topic for discussion. The following section focuses on SIFT and 

SURF as they form the foundation of interest point detection and employ non-maxima 

suppression, an approach adopted in the proposed methods. 

 

2.3.1 Scale Invariant Feature Transform (SIFT) Detector 

Introduced by Lowe (2004), SIFT is a widely recognized algorithm in computer 

vision for detecting stable keypoints in images using a cascade filtering approach. It is 

particularly effective for tasks like object recognition, image stitching, and 3D reconstruction 

due to its robustness against changes in scale, rotation, and illumination. SIFT identifies 

keypoints by detecting local extrema in a scale-space representation, a concept previously 

explored by Lindeberg (1993) and Witkin (1984) for detecting scale-invariant features.  

The scale-space is created by applying Gaussian kernels, , to an image, 

, at multiple scales. The Difference of Gaussian (DoG) images are subsequently 

derived by subtracting adjacent scales, where each scale is distinguished by a factor , as 

indicated in the following expression. 
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Equation 2.1 

Equation 2.2 

where  represents  the  DoG  scale -spaces  of  an  image,    denotes  the 

 

Figure 2.4: DoG representations for local extrema detection are generated by 
subtracting adjacent Gaussian images in each octave. Each subsequent octave involves 

down-sampling the Gaussian images by a factor of 2 (Lowe, 2004) 
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Gaussian scale-space of the image, and asterisk  indicates the convolution operation in both 

the  and  directions. The standard deviation of the Gaussian,  controls the scale-space by 

adjusting the amount of blurring applied to the image. In scale-space theory (Lindeberg, 

1994), computation of Laplacian of Gaussian (LoG) is time-consuming. To accelerate this 

process,  closely approximates the scale-normalized LoG, thereby enabling the 

efficient detection of stable keypoints. Figure 2.4 illustrates the detection of local extrema in 

the DoG scale-spaces of an image.  

 To detect local extrema in , each pixel is compared against its 26 

neighbouring pixels within 3�3 regions across the current and adjacent scales, as illustrated 

in Figure 2.4.  This process, known as non-extrema suppression, identifies a candidate point 

only when it is either greater than or less than all its neighbouring points. After processing 

an entire octave, the Gaussian image is reduced in size by a factor of 2. Specifically, the 

Gaussian image is chosen based on a  value that is twice the initial  used in the current 

octave. Typically, this is the third image in a set of five within an octave (as each image’s  

is progressively increased by a factor of ). The process of detecting local extrema is then 

repeated for the new octave. While SIFT is invariant to scale, illumination changes, and 

rotation, it tends to be computationally intensive. 

 

2.3.2 Speeded-Up Robust Features (SURF) Detector 

SURF, crafted using scale-space theory, is a feature detector that is invariant to both 

scale and rotation. Instead of using Gaussian scale-spaces like SIFT, SURF approximates 

the Laplacian of Gaussians (LoG) using box-type convolution filters. It also employs a fast 

approximation of the Hessian matrix by utilizing an integral image, which allows for the 
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estimation of local maxima across various scale-spaces (Bay et al., 2008). This 

implementation allows SURF to be a faster alternative to SIFT. Given an input image, 

, the integral image is generated by summing all the pixels from a point,  back 

to the origin , forming a rectangular region defined as follows: 

 
Equation 2.3 

With an integral image, calculating the area of an upright rectangular region requires 

just three additional mathematical operations, regardless of the rectangle's size, as shown in 

Figure 2.5 (Evans, 2009). This allows for a simple and efficient computation of the sum of 

pixel intensities for any upright rectangular region using  

 Equation 2.4 

 

 

Figure 2.5: Calculating area using integral images (Evans, 2009) 
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Figure 2.6: Approximation of the Laplacian of Gaussian. The discretised and cropped 
Laplacian of Gaussians: (a) , (b)  and (c) . The corresponding weighted box 

filter approximations: (d) , (e)  and (f)  (Bay et al., 2008) 

 

The Hessian matrix of the image  at any pixel point  with scale  is 

defined as follows: 

 
Equation 2.5 

where ,  and  represent the convolution of the image  at 

point  with second-order Gaussian derivatives ,  and 

, respectively. These derivatives are known as the Laplacian of Gaussians.  

While Gaussians are ideal for scale-space analysis, they must be discretized and 

cropped in practical applications, as shown in the top row of Figure 2.6, labelled as (a) , 

(b) , and (c) . To increase performance, the Laplacian of Gaussians is approximated 
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using simple weighted box filters, represented as (d) , (e) , and (f) . These 

approximations can be computed with minimal computational cost using integral images. 

Bay et al. (2008) uses these approximated Laplacians to compute the Hessian determinant 

using the following mathematical expression. 

 Equation 2.6 

At the pixel point  in an image, the approximated Hessian determinant 

represents the blob response. This response is captured in a blob response map across 

different scales using a 9×9 pixels box filter (see Figure 2.6). This box filter corresponds to 

the smallest scale used for generating the blob response maps. Unlike SIFT, which reduces 

the image size iteratively, SURF scales the filter up at a constant cost using integral images, 

as illustrated in Figure 2.7. Subsequently, non-maxima suppression is performed within a 

3�3�3 neighbourhood. This is followed by interpolation of local maxima in the scale-space 

to identify interest points, along with their locations and scale values. However, SURF has 

limitations in handling viewpoint and illumination changes and is less sensitive to noise. 

 

Figure 2.7: Scale-spaces pyramids: (a) SIFT varies the image size and applies Gaussian 
smoothing to the resulting layers. (b) SURF retains the image size and changes the filter 

size instead (Bay et al., 2008) 
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2.4 Feature Descriptors 

Registering a pair of images is a critical step in the image stitching process. This 

involves using descriptors to provide the necessary information for establishing 

correspondences between interest points or regions, aligning the images to a common 

coordinate system. Essentially, this means transforming the images to match the spatial 

orientation of a reference image. According to Szeliski (2022), image registration algorithms 

can generally be categorized into two primary categories:  

i. Pixel-based approaches optimize a criterion calculated across all pixels in the 

overlapping areas of two images. Typical criteria include the sum of squared 

differences (SSD), normalized cross-correlation (NCC), and mutual 

information (MI) (Bergen & Wittenberg, 2016).  

ii. Feature-based approaches identify higher-level features that encode 

information about the local neighbourhood around interest points. These 

features are often represented as vectors and can be based on properties such 

as intensity values, gradient patterns, texture, colour, or other local 

characteristics.  

Notable feature descriptors include SIFT (Lowe, 2004), SUFT (Bay et al., 2006), as 

well as Gradient Location-Orientation Histogram (GLOH) (Mikolajczyk & Schmid, 2005), 

an extension of SIFT. Some feature descriptors prioritize computational speed and minimize 

storage requirements by benefiting from the binary representations. Examples include 

Binary Robust Independent Elementary Features (BRIEF) (Calonder et al., 2010), BRISK 

(Leutenegger et al., 2011), Fast Retina Keypoint (FREAK) (Alahi et al., 2012), and Modified 

Local Difference Binary (M-LDB) (Alcantarilla et al., 2013). A recent approach, Maximum 

Index Map (MIM), has been developed for efficient multimodal image stitching  (Li et al., 
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2020). The following section will provide a detailed discussion of SIFT and SURF that form 

the basis for the methods proposed in this thesis. 

 

2.4.1 SIFT Descriptor 

Once interest points are identified from Difference of Gaussian (DoG) images, each 

point is assigned a dominant orientation to maintain rotation invariance (Lowe, 2004). First, 

the gradient magnitude,  and orientation,  are computed using pixel 

differences in each Gaussian image,  at the interest point's scale. Within a region 

around the interest point, a histogram of gradient orientations is created with 36 bins 

covering 360 degrees. The dominant orientation of each interest point is determined by 

identifying the highest peak in this histogram and any values within 80% of this peak. 

The next step is to create the SIFT interest point descriptor. This process starts with 

sampling gradient magnitudes and orientations at each point within a 16×16 region around 

the interest point, as shown in Figure 2.8(a). The gradient magnitude of each sample point is 

weighted using a Gaussian window, depicted by the overlaid circle in Figure 2.8(a). To 

achieve orientation invariance, both the coordinates and gradient orientations of the 

descriptor are rotated to align with the dominant orientation of the interest point. The 

gradient magnitudes are then aggregated into orientation histograms, summarizing the 

information across 4×4 subregions, as illustrated in Figure 2.8(b). In these histograms, the 

length of each arrow represents the total gradient magnitudes in that direction within the 

respective region. 
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Figure 2.8: Construction of a 128-element SIFT feature vector derived from a 16×16 
sample grid centered around the interest point position (Awad & Hassaballah, 2016) 

 

The interest point descriptor is then formed as a vector that includes the values from 

all the entries of the orientation histogram (i.e., the length of the arrows in Figure 2.8(b)). 

Specifically, the feature vector for each interest point is constructed from a 4×4 array of 

histograms, with each histogram having 8 orientation bins, as shown in Figure 2.8(b). This 

results in a total of 4×4×8 = 128 elements. The feature vector is then normalized to a unit 

length to ensure it remains invariant to affine variations in illumination. The process of 

constructing the SIFT feature vector is complex and results in increased computational time. 

 

2.4.2 SURF Descriptor 

The extraction of SURF descriptors involves two main steps: orientation assignment 

and descriptor construction. To create rotation-invariant descriptors, it is crucial to estimate 

the dominant orientation within a local neighbourhood surrounding the interest point. This 
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involves calculating the Haar wavelet responses, or first-order derivatives,  and , in the 

 and  directions within a circular area of radius 6  centred on the detected interest point, 

using a sampling step of size . Haar wavelets are simple filters used with integral images 

to efficiently and robustly compute gradients in the  and  directions. They are scale-

dependent with a size of 4 .  

The wavelet responses, represented as vectors in a vector space, are weighted using 

a Gaussian function centred on the interest point. To determine the dominant orientation, the 

responses in the  and  directions are summed within a sliding circular sector that spans an 

angle of π/3. The combined horizontal and vertical responses produce a local orientation 

vector. The vector with the greatest length represents the dominant orientation. Figure 2.9 

illustrates the process of orientation assignment. 

 

Figure 2.9: As the circular sector rotates around the origin, moving from blue to red to 
green areas, the Haar responses (marked as red dots) within each sector are summed to 

produce vectors a, b and c. The longest of these vectors represents the dominant orientation 
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Like SIFT, the initial step in constructing a SURF descriptor involves creating a 

square region centred on the interest point. This region, oriented according to the interest 

point's dominant orientation, has a size of 20 , and all subsequent calculations are based on 

this orientation. The region contains pixels used to build the descriptor vector. To preserve 

important spatial information, the region is split into 4×4 subregions. Within each subregion, 

Haar wavelet responses are calculated at 5×5 uniformly spaced sample points within a size 

of 2 , as shown in Figure 2.10. For simplicity, the Haar wavelet responses in both the  and 

 directions are represented as  and , respectively. The wavelet responses,  and , 

along with their absolute values,  and , are summed for each subregion to form the 

subregion descriptor vector,  as 

 Equation 2.7 

 

 

Figure 2.10: Construction of a 64-element SURF feature vector derived from a 4×4 grid 
of subregions (Awad & Hassaballah, 2016; Bay et al., 2008) 
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Each subregion provides four values to the descriptor vector. Given that there are 

4×4 subregions, this results in an overall descriptor vector with 4×4×4 = 64 elements. To 

achieve invariance to contrast, this descriptor vector is normalized to a unit length. 

Consequently, the resulting SURF descriptor remains invariant to changes in rotation, scale, 

brightness, and contrast. 

 

2.5 Performance Evaluation 

There is no universally accepted standard for assessing the performance of stitching 

algorithms (Bergen & Wittenberg, 2016). Additionally, there is a lack of publicly available 

databases, especially for near-uniform scenes, that provide ground truth for comparing 

different stitching approaches. Because creating ground truth data for stitching results is 

challenging, many researchers use their own methods for evaluation with non-standardized 

datasets. Some even present their results based solely on visual impressions of quality 

without quantitative measures (Bergen & Wittenberg, 2016). Generally, evaluating the 

performance of stitching algorithms involves considering several factors, including 

registration error, image structure similarity, seamless transitions between images, and 

processing speed (Bergen & Wittenberg, 2016).  

Registration error can be assessed by comparing calculated target homographies to 

reference homographies derived from manually established correspondences. Alternatively, 

it can be measured by comparing the stitched image with a point grid printed on the target 

image, which acts as a reference phantom. The points can be automatically extracted and 

compared with the reference positions (Bergen & Wittenberg, 2016). Regarding structural 

similarity, the Structural Similarity Index (SSIM) introduced by Wang et al.(2004) is one of 
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the earliest metrics for assessing image quality, but it does not effectively capture stitching 

artifacts in stitched or panoramic images. According to Bergen & Wittenberg (2016), there 

is currently no established measure for quantifying the smoothness of seams between 

images; it is often assessed through visual inspection. Processing speed can be quantitatively 

evaluated to assess the real-time stitching capability.  

Since stitched images are composed of several individual images, it is important to 

assess their quality, also known as Stitched Image Quality Assessment (SIQA), to optimize 

stitching algorithms and evaluate the visual quality of panoramic or stitched images. This 

task is more complex than traditional image quality assessment (IQA) due to the high 

resolution and distortion complexity inherent in stitched images. Over the past decade, 

several SIQA methods have been developed, including High-Frequency Information 

Structural Similarity  (HFI-SSIM) (Qureshi et al., 2012), Stitched Image Quality Evaluator 

(SIQE) (Madhusudana & Soundararajan, 2019), Deep Learning based No-Reference 

Stitched Image Quality Assessment (DLNR-SIQA) (Ullah et al., 2020) and Patch 

Registration and Bidimensional Feature Aggregation (PRBFA) (Zhou et al., 2023). While 

these methods effectively address various distortion attributes, they often fall short in 

handling near-uniform scene images. Additionally, they fail to establish a connection 

between the attributes of feature points and IQA. Effective SIQA is crucial for evaluating 

various stitching methods and optimizing their design. 

Common evaluation criteria for assessing the effectiveness of feature detectors and 

descriptors include repeatability (Mikolajczyk & Schmid, 2001; Schmid et al., 2000) as well 

as recall and precision (Mikolajczyk & Schmid, 2005). These metrics are widely used and 

accepted for evaluating advanced feature detectors and descriptors including SIFT, SURF, 
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BRISK, KAZE, and AKAZE. Feature detectors are typically evaluated based on 

repeatability, while feature descriptors are assessed using precision-recall graphs. Further 

details on these criteria and their limitations in evaluating image stitching quality are 

discussed in the following section. 

 

2.5.1 Repeatability Metric 

Repeatability measures a detector's ability to identify corresponding points across 

different images, regardless of variations in imaging conditions such as camera parameters, 

position relative to the scene, and illumination. For two images of a planar scene, an interest 

point,  detected in image  should correspond to a similar interest point  repeated in 

image . Typically, the detected point  will not be exactly at position , but rather in its 

vicinity. Interest points are considered correspondences if the location error does not exceed 

 and the overlap error covered by the point region is under 40% (Mikolajczyk & 

Schmid, 2004). Consequently, the number of corresponding points,  is defined as 

 Equation 2.8 

where  is the homography between images  and . 

 According to Schmid et al. (2000), the number of detected points may vary from one 

image to another, with only the fewest interest points can be reliably repeatable. Therefore, 

repeatability,  is defined as the ratio of the corresponding interest points identified between 

images  and  to the fewest number of detected interest points, expressed as follows: 
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Equation 2.9 

where  and  are the number of interest points detected in the overlapping areas of images 

 and  respectively. The repeatability shall be ranged . 

 

2.5.2 Recall Metric 

The effectiveness of an interest point’s descriptor is judged by how accurately it 

represents a scene feature for precise matching. This assessment is determined by the count 

of correct matches or inliers, , in relation to the total number of correspondences, , 

obtained between a pair of images. This metric, known as recall,  represents the ratio of 

inliers to the total number of corresponding points visible in the overlapping regions of the 

scene images. It is mathematically defined as  

 
Equation 2.10 

In this thesis, a different approach is used to determine the number of inliers, , by 

employing the M-estimator Sample Consensus (MSAC) algorithm (Torr & Zisserman, 

2000), which is a variant of the Random Sample Consensus (RANSAC). The number of 

corresponding points,  is determined using an efficient approximate nearest neighbour 

search method developed by Muja & Lowe (2009). Consequently, recall,  is defined as 

 
Equation 2.11 
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where  represent the upper limit allowable distance error between an interest point  and 

its corresponding point , with  being the global geometric transformation between 

images  and . The points  and  are considered a perfect match if their distance, 

 is less than  (typically 1.5 pixels). In addition, let  be the matching 

threshold for the descriptor vectors  and  associated with  and , respectively.  and 

 are considered correspondences if the distance between their descriptors,  is 

less than .  represents the Euclidean distance for non-binary feature matching, with a 

default value of  = 10, or the Humming distance for binary features matching, with a 

default value of  = 100. The notation  represents the number of elements within a set. 

 

2.5.3 Precision Metric 

When comparing descriptors from reference images to those from target images, it 

is possible to identify not only correct matches but also false matches. According to Ke & 

Sukthankar (2004), a correct match occurs when two keypoints align with the same physical 

location, and can be confirmed either through ground truth in labelled images or by utilizing 

known transformations in synthetic image deformation tests. In contrast, a false match takes 

place when the interest points originate from different physical locations. Mikolajczyk & 

Schmid (2005) define the ratio of false matches to the total number of matches as being refer 

to . 

 
Equation 2.12 

where  is the precision,  refers to the number of correct or true matches, and  

indicates the number of incorrect or false matches. Additionally,  can be determined by 
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 Equation 2.13 

whereas  can be determined by 

 
Equation 2.14 

The results are typically presented in graphs that compare recall,  with . 

For any given precision, , an ideal descriptor would reach a recall,  value of 1. This 

indicates that the descriptor captures all the correct matches while minimizing the number 

of false matches.  

 

2.5.4 Limitations 

Although metrics like repeatability, recall, and precision are commonly used to 

evaluate feature detectors and descriptors, they fail to account for how detected inliers affect 

the overall quality of image stitching. Even with high repeatability and recall, there is no 

guarantee that the inliers will be sufficient in terms of both quantity and spatial distribution 

to yield high-quality image stitching results. In other words, good image stitching quality 

requires a sufficient number of stable, distinct inliers that are evenly distributed across the 

image. Without this, the overlapping scenes may not align perfectly, leading to visible 

artifacts in the stitched image. Furthermore, the lack of comprehensive public databases, 

particularly for near-uniform scenes that provide ground truth for comparing stitching 

quality, is a significant issue. Creating such ground truth data for near-uniform scenes is 

particularly difficult. 
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Structural Similarity Index (SSIM) is a useful and widely accepted metric for 

assessing image quality. However, it is not specifically designed for evaluating image 

stitching quality and may not be sensitive enough to detect stitching artifacts in stitched or 

panoramic images. Stitched Image Quality Assessment (SIQA) is another popular metric 

specifically designed for evaluating stitched images. However, like SSIM, SIQA may not be 

sensitive to all types of stitching artifacts, particularly those that are subtle and difficult for 

human perception to detect. These subtle artifacts are often found in near-uniform stitched 

images. Both SSIM and SIQA also do not directly relate the performance of feature detectors 

to the quality of image stitching. Thus, using existing image quality assessment metrics to 

capture stitching artifacts in near-uniform scenes may not be fully effective. 

Therefore, in addition to visual assessments for comparing stitching quality, this 

thesis proposes new evaluation metrics designed to capture the relationship between the 

inliers detected by feature detectors and the quality of stitched images. These metrics include 

the spread-overlap,  metric and the ratio of recall-to-spread-overlap,  metric. 

Details of these metrics will be provided in Section 3.6. 

 

2.6 Theoretical versus Deep Learning 

In recent years, deep learning (DL) has become the dominant approach in computer 

vision (CV), including the field of image stitching (Fu et al., 2023; Huang et al., 2024; Xu 

et al., 2024; Yang et al., 2025). While many classic CV techniques developed over the past 

two decades may seem less relevant due to the rise of DL, it is important to understand that 

DL is not a universal solution for all CV challenges (O’Mahony et al., 2020). In fact, DL 

introduces its own set of challenges in image stitching and other CV applications (O’Mahony 
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et al., 2020; Yang et al., 2025). Although the latest DL methods can achieve significantly 

higher accuracy, they demand substantial computing power, including costly hardware for 

training and AI-accelerated platforms for development (O’Mahony et al., 2020). 

 Additionally, DL heavily relies on large datasets, often requiring millions of data 

records (O’Mahony et al., 2020). For more specific tasks, such as those beyond general 

image classification, the data requirements might be lower, typically ranging from hundreds 

to thousands of records (Yang et al., 2025). Training a deep convolutional neural network 

(CNN) can be time-consuming, taking hours or even days, depending on the availability of 

computing resources (O’Mahony et al., 2020). In situations where large datasets or advanced 

computing facilities are not available, theoretical methods remain valuable alternatives.  

According to Xu et al. (2024) and Yang et al. (2025), DL has already been applied 

in various aspects of image stitching, including feature extraction and matching, 

homography estimation, and image reconstruction. It has also proven effective in specialized 

areas like fisheye camera image stitching and video stitching algorithms (O’Mahony et al., 

2020). Since the introduction of deep learning-based SuperPoint by Detone et al. (2018), 

using representation learning for effective feature point extraction and matching, and 

SuperGlue by Sarlin et al. (2020), a neural network for matching local features, deep learning 

approaches for feature extraction have become a major research focus. Fu et al. (2023) 

suggest that future developments may focus on optimizing the joint processing of multiple 

images and using end-to-end neural networks for homography matrix regression, aiming to 

improve image registration and alignment.  

Despite these advancements, DL is not yet fully established across all CV areas 

(Yang et al., 2025). Many challenging CV problems, such as low-resolution or texture-scarce 
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stitching, virtual reality, and 3D reconstruction, remain difficult for DL to address effectively 

on its own (O’Mahony et al., 2020; Yang et al., 2025). While DL has achieved significant 

advancements in CV, it is not a universal solution for every challenge. In some cases, 

theoretical algorithms are better suited, as discussed by O’Mahony et al. (2020). For 

instance, theoretical feature-based algorithms like SIFT, commonly used for image stitching, 

do not rely on specific classes and perform consistently across a wide range of image types. 

In contrast, DL-based features are often tailored to the training dataset and can lead to poor 

performance on images that differ from the training data (Huang et al., 2024). Although 

training with large datasets can mitigate this issue, it requires substantial research effort and 

is often impractical for specialized applications. Yang et al. (2025) highlight that only a 

limited number of standard datasets currently exist for deep-learning-based image and video 

stitching algorithms, with some being entirely synthetic. They emphasize the importance of 

developing representative real-world datasets to advance research in stitching techniques. 

Moreover, a limited training dataset can hinder the CNN model's ability to generalize 

effectively. Tuning the parameters of a CNN model can be challenging due to the millions 

of interconnected variables, making it more complex than adjusting parameters in theoretical 

CV methods, which are generally easier to optimize across a broader range of images 

(O’Mahony et al., 2020). To overcome these challenges, Huang et al., (2024) and Yang et 

al., (2025) propose combining handcrafted features with neural network-based methods. 

These hybrid approaches integrate theoretical CV algorithms with DL, offer improved 

interpretability and robustness in image stitching. These methods have demonstrated 

significant advantages in solving difficult CV problems, including image stitching, where 

DL alone may fall short (Fu et al., 2023; Ma et al., 2021; O’Mahony et al., 2020).  
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2.7 Research Gap 

Creating an effective image stitching algorithm is nearly impossible without precise 

image registration, a crucial requirement for accurate alignment. Although advanced 

blending techniques have been developed can help address registration errors, the 

importance of accurate registration in image stitching cannot be overstated (Nie et al., 2020; 

Zaragoza et al., 2014). Significant progress has been made in refining alignment and 

composition techniques to minimize or hide artifacts (Nie et al., 2020; Zaragoza et al., 2014). 

However, handling severe misalignment or distortion remains a considerable challenge 

(Xiang et al., 2018). 

In any feature-based stitching method, a fundamental requirement is the presence of 

a sufficient quantity of stable pairs of interest points that are uniformly distributed across the 

overlapping areas of the images. Effective feature extraction is critical to meeting this 

requirement. It is essential that the extracted features are distinctive, evenly distributed 

throughout the image, easily detectable, resilient to various geometric and photometric 

changes, and have a high repeatability rate (Ghosh & Kaabouch, 2016). 

However, detecting the reliable feature points in real-world scenes is often 

challenging due to factors such as wide baselines, significant parallax, changes in lighting 

and contrast, moving objects, low-texture areas, and occlusion (Lyu et al., 2019; Pandey & 

Pati, 2019). As a result, there is a growing need for researchers to focus more on image 

stitching in complex, real-world scenarios (Fu et al., 2023; Lyu et al., 2019). To the best of 

the author's knowledge, there has been little focus on addressing the specific challenges 

posed by near-uniform or low-texture scenes, despite their potential significance. Table 2.1 

summarizes the datasets used in previous studies to evaluate feature detector performance. 



47 

The findings reveal that most state-of-the-art detectors are assessed primarily on feature-rich 

scenes, rather than on near-uniform or texture-sparse scenarios, underscoring a gap in current 

research. 

Table 2.1: Summary of some state-of-the-art feature detectors and the datasets used for 
their performance evaluation 

Detector Feature Detection Method Datasets Used 

MSER (Matas 

et al., 2004) 

Extracts covariant extremal 

regions under affine 

transformations (wide-baseline) 

6 feature-rich image sets 

including Bookshelf, Vallone, 

Wash, Kampa, and Cylindrical 

box. 

SIFT (Lowe, 

2004) 

Difference of Gaussian for 

detecting scale-invariant blobs 

9 feature-rich images. 

SURF (Bay et 

al., 2006) 

Fast approximation of Hessian 

matrix for blob detection 

8 standard datasets (each with 6 

images) with geometric and 

photometric transformations 

(Affine Covariant Features, 

2007). 

BRISK 

(Leutenegger et 

al., 2011) 

 

Builds on FAST and uses a 

customized circular sampling 

pattern to compute a binary (bit- 

string) descriptor for corner 

detection  

7 standard datasets (each with 6 

images) with geometric and 

photometric transformations 

(Affine Covariant Features, 

2007). 

KAZE 

(Alcantarilla et 

al., 2012) 

Nonlinear diffusion-based scale-

space for blob-like structures 

5 standard datasets (each with 6 

images) with geometric and 

photometric transformations 

(Affine Covariant Features, 

2007); and 6 newly generated 

Iguazu images with added 

Gaussian noise. 
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Table 2.1 continued 

AKAZE 

(Alcantarilla et 

al., 2013) 

Accelerated KAZE using Fast 

Explicit Diffusion (FED) for 

nonlinear scale-space blob 

detection 

8 standard datasets (each with 6 

images) with geometric and 

photometric transformations 

(Affine Covariant Features, 

2007); 1 real-world image for 

deformable surface matching; 

and 6 Iguazu images with 

Gaussian noise. 

AGAST (Mair 

et al., 2010) 

Adaptive and accelerated segment 

test corner detection using optimal 

binary decision trees 

5 images from various scenes 

including Lab, Outdoor, Indoor, 

Aerial, and Medical. 

ORB (Rublee et 

al., 2011) 

Combination of FAST keypoint 

detector and rotated BRIEF 

descriptor (corner-based) 

2 types of datasets: one with 

synthetic in-plane rotation and 

Gaussian noise; the other a real-

world set of textured planar 

images from multiple 

viewpoints. 

RIFT (Li et al., 

2020) 

Radiation-variation insensitive 

detection of corners and edges 

using phase congruency 

6 types of multi-modal 

satellite/UAV datasets, each 

containing 10 image pairs. 

 

This thesis specifically focuses on addressing the challenges associated with stitching 

images of near-uniform or low-texture scenes. The primary issues stem from two main 

factors: a lack of distinctive corresponding points and the "clustering" of feature points 

within a limited portion of the overlapping region, especially for near-uniform scene images. 

To overcome these challenges, this thesis proposes new image stitching methods based on 

scale-space theory. These methods involve creating and utilizing multiple nonlinear scale-
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spaces to enable efficient non-maxima suppression, thereby enhancing the detection of the 

desired corresponding interest points.  

The proposed methods, namely Lorentz-modulated nonlinear diffusion and Log-

Gabor feature transform have demonstrated superior performance compared to current state-

of-the-art feature detectors. Details of these methods and their performance are thoroughly 

discussed in subsequent chapters. Additionally, this thesis addresses the limitations of 

existing evaluation metrics by developing new metrics that more effectively capture the 

relationship between inliers and the quality of stitched images. The new evaluation metrics, 

namely spread-overlap,  and the ratio of recall-to-spread-overlap ( ), are used to 

evaluate the effectiveness of the newly developed feature-based image stitching methods. 

 

2.8 Chapter Summary 

Image stitching involves several key processing steps, including image registration, 

alignment, and blending (Fu et al., 2023). Among these, image registration is particularly 

crucial, as the success of stitching process largely depends on accurately matching the 

overlapping images. At this stage, feature detection plays a vital role by identifying 

distinctive interest points across image pairs (Awad & Hassaballah, 2016). This chapter 

reviews the evolution of stitching methods, with particular emphasis on multi-scale, feature-

based techniques that are considered more effective in handling the challenges of near-

uniform scenes. 

In addition, this chapter highlights the classification of feature detection and 

description methods. It provides a concise overview of various existing algorithms for 
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identifying interest points, organized by their classification categories. It explains the 

fundamental notations and mathematical principles behind several widely used multi-scale 

feature detection and description methods, including SIFT (Lowe, 2004) and SUFT (Bay et 

al., 2006) serve as the foundation for the methods proposed in this thesis. 

This chapter also explores various approaches for assessing the effectiveness of 

image stitching methods and discusses their limitations. It delves into the mathematical 

concepts underlying standard metrics commonly used for feature detectors and descriptors. 

Moreover, the chapter reviews the relevance of theoretical techniques in the modern era of 

deep learning in computer vision, highlighting promising hybrid approaches (Yang et al., 

2025).  

Finally, this chapter identifies critical research gaps in image stitching. First, existing 

feature detectors often struggle to extract reliable interest points in near-uniform scenes 

(Yang et al., 2025). Second, current evaluation metrics do not adequately capture the 

relationship between inliers and the overall stitching quality. These limitations highlight the 

need for more effective feature detection techniques and improved evaluation metrics, 

especially for near-uniform image stitching. 
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CHAPTER 3  
 
 

METHODOLOGY 

3.1 Introduction 

While the fundamentals of image stitching have been extensively studied, accurately 

matching and aligning low-texture or near-uniform images remains a challenging and 

unresolved issue (Fu et al., 2023; Lyu et al., 2019; Yang et al., 2025). Image stitching 

algorithms typically begin with feature detection, where keypoints are identified across 

multiple overlapping images (Awad & Hassaballah, 2016; Huang et al., 2024). Indeed, 

feature detector plays a critical role in accurately identifying reliable inliers, which directly 

influence the quality of the final stitched image, particularly in reducing visual artifacts such 

as seams, ghosting, and misalignment. 

To address the limitations of existing feature detection techniques in handling near-

uniform or low-texture scenes, this chapter introduces two novel methods aimed at 

increasing the quantity and distribution of reliable inliers across overlapping regions. The 

first method, known as the enhanced Partial Differential Equation (ePDE), applies a 

modified conductivity function derived from the Lorentz factor that is inspired by Einstein’s 

theory of special relativity (Bambi, 2018). This modification enables the construction of 

multi-scale, enhanced edge-preserving nonlinear scale-spaces that improve the robustness of 

interest point detection in near-uniform region.  

The second method, known as the Log-Gabor Feature Transform (LGFT), utilizes 

Log-Gabor filters to overcome the limitations of intensity-based feature detection techniques 

(Li et al., 2020). This method generates multiple oriented and scaled Log-Gabor scale-spaces 
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that enhance texture granularity, providing richer structural information for improved 

detection of interest point. These advancements support more precise estimation of the 

global homography transformation model, resulting in better alignment and reduced 

geometric distortions in the stitched images.  

In addition to the proposed detection methods, this chapter introduces two new 

evaluation metrics, the spread-overlap,  and  score, that address a critical gap in 

current image stitching evaluation practices. Unlike existing metrics that often overlook the 

spatial distribution of inliers, the proposed metrics are specifically designed to capture both 

the quantity and distribution of detected inliers in relation to the visual quality of the stitched 

images (Mikolajczyk et al., 2005; Mikolajczyk & Schmid, 2001; Wang et al., 2004). 

This chapter is structured into seven sections. The core contributions of this thesis 

are detailed in Sections 3.2 and 3.3, describing the proposed feature detection methods. 

Section 3.4 discusses the feature description technique employed, followed by the 

implementation of the image stitching algorithm in Section 3.5. Section 3.6 introduces the 

proposed evaluation metrics, and Section 3.7 concludes with a summary of the chapter. 

 

3.2 Proposed Method 1: Enhanced Partial Differential Equation (ePDE) 

Scale-space theory is crucial for feature detection, as it uses Partial Differential 

Equations (PDEs) to generate image representations at multiple scales. PDEs decompose an 

image into progressively smoother versions across different scales or time units, known as 

scale-space. These scale-space representations are capable of identifying potential interest 

points and can be applied in diverse areas, including image registration, object recognition, 
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and image stitching. Several scale-space filtering approaches have been developed and 

widely used over the years, including linear methods (Lindeberg, 1994) and nonlinear 

methods such as isotropic models (Rudin et al., 1992) and anisotropic diffusion models 

(Weickert, 1996). As these methods aim to smooth images across various scales, nonlinear 

diffusion models are especially effective at preserving edges, outperforming the linear 

Gaussian filter in this regard. 

The earliest formulation of linear scale-space is axiomatically established by Taizo 

Iijima (Weickert et al., 1999). However, the theories of linear scale-space introduced by 

Witkin (1984) and Koenderink (1984) are more commonly referenced in the research 

community. Witkin (1984) presented the Gaussian scale-space representation by applying a 

Gaussian kernel to the original image. With reasonable assumptions, Koenderink (1984) and 

Lindeberg (1994) demonstrated that the Gaussian function and its derivatives are the only 

logical linear scale-space kernels. In contrast to Gaussian, Duits et al. (2004) explored the 

Poisson scale-space as a viable alternative. Recent findings suggest that multi-scale Poisson 

kernel yields considerable stable features in scale-space (Bhatia et al., 2021). Generally, the 

Gaussian kernel is defined as follows: 

 
Equation 3.1 

where  represents the scale level, and the Cartesian coordinates within the image plane are 

indicated as  and . Basically, the Gaussian scale-space of an image  is 

fundamentally generated by convolving a variable-scale Gaussian kernel  with an 

input image  as follows: 

 Equation 3.2 
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where  signifies the operation of convolution between  and . Equation 3.2 typically 

yields simpler or smoother image representations using a Gaussian kernel at a larger scale 

level. 

 

3.2.1 Nonlinear Diffusion Filtering 

Although Gaussian smoothing is effective in reducing noise and emphasizing 

prominent structures at larger scales, its primary limitation is that it fails to preserve object 

boundaries, leading to an increased loss of localized structural details as the scale increases. 

This constraint can be mitigated through the nonlinear diffusion method introduced by 

Perona & Malik (1990) for image restoration and edge detection. Nonlinear diffusion is 

expressed as a Partial Differential Equation (PDE) that governs prior information about 

image features via the diffusion coefficient during the filtering processing. Nonlinear scale-

space remains relatively stable in noisy conditions while preserving details or edges 

effectively. For a given digital image, I, nonlinear diffusion can be mathematically expressed 

as follows: 

 
Equation 3.3 

where  is the conductivity function that determines the diffusion weight,  is the 

divergence operator, and  is the spatial gradient operator. In the function , the 

variable  act as the ‘time’ scale parameter, which is used to enumerate iteration ‘time’ steps 

that guide the preceding image into simpler image representations in a discrete manner. 

Therefore, the function  regulates the diffusion process, adapting it to the local 

differential structure of each pixel in the image. 
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In general, there are three distinct formulations of conductivity functions. The 

following conductivity functions are proposed in the work of Perona & Malik (1990). 

 
Equation 3.4 

 
Equation 3.5 

The parameter  serves as the contrast factor, influencing the magnitude of diffusion 

weights relative to the image's spatial gradient, and in turn affect the sharpness of boundaries. 

According to Alcantarilla et al. (2012) and Perona & Malik (1990), the value of  can either 

be set manually as a constant or determined automatically from the image gradient's 

histogram. In contrast, Weickert introduced an alternative version of the conductivity 

function , which is designed to decrease diffusivity rapidly in areas where smoothing is 

more pronounced on either side of an edge compared to across it (Weickert, 2001; Weickert 

et al., 1998). 

 
Equation 3.6 

These three forms of conductivity functions generate nonlinear scale-spaces with 

notable differences:  exposes high-contrast edges,  prioritizes larger areas rather than 

smaller ones, and   focuses on intraregional smoothing rather than interregional blurring. 

Alcantarilla et al. (2012) suggest that  and   are better suited for corner detection, while  

 excels at identifying blob-like features. 
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3.2.2 Lorentz Factor 

Einstein’s special theory of relativity defines time dilation phenomenon as the 

difference in elapsed time between two events, observed by two clocks that are either moving 

relative to one another or positioned at varying gravitational potentials (Bambi, 2018). Time 

dilation can generally be mathematically represented as follows: 

 Equation 3.7 

where  denotes the time interval measured by the moving clock, while  indicates the 

time interval measured by the stationary clock. The Lorentz factor,  is a scaling factor that 

measures the extent to which time is stretched or contracted relative to an observer. It is 

derived from the Lorentz transformations (Bambi, 2018) and is defined as 

 
Equation 3.8 

where  represents the velocity of the moving object and  stands for the speed of light. 

Since  is greater than 1, the elapsed time  measured by the moving clock is greater than 

the elapsed time  recorded by the stationary clock. This effect is referred to as time 

dilation. In simple terms, as an object moves faster through space, the slower it experiences 

the passage of time. 

 

3.2.3 Improved Conductivity Function 

Inspired by the concept of time dilation, which is explicitly quantified by the Lorentz 

function, the formulation in Equation 3.8 can be adapted and generalized to derive a newly 

optimized conductivity function. This improved function regulates diffusion weighting in 
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the diffusion equation and is used to generate novel and distinct scale-spaces. These scale-

spaces help enhance the detection of interest points, particularly in near-uniform image 

regions. 

Given an input image, let the spatial gradient at each pixel be represented as 

. As stated in Equation 3.3, achieving simpler scale-space representation of the 

image involves applying a diffusion weight,  to preserve object boundaries (regions with 

high image gradients) while smoothing homogenous regions (regions with low image 

gradients). Essentially, regions with higher spatial gradients, such as edges, tend to diffuse 

more slowly over time scale (Alcantarilla et al., 2012). This behaviour is analogous to the 

characteristics of the Lorentz function (Bambi, 2018). Consequently, by substituting the 

variable  and constant  in Equation 3.8 with the spatial gradient  and a contrast 

parameter , respectively, a revised conductivity function can be formulated as 

 
Equation 3.9 

Considering that the magnitude of an image’s spatial gradient  is 

typically scaled to a range of 1 to 255 in digital images (excluding flat regions with zero 

gradient), the absolute value of  is used to prevent the introduction of complex numbers in 

the square root term of . Based upon the experiments conducted in this thesis, a parameter 

 is empirically chosen within the range of 0.1 to 0.9, as this interval typically yields stable 

diffusivity outputs. Since  focuses on larger areas and is more effective at detecting blob-

like features, Figure 3.1 presents a comparison specifically with the standard , which 

generates a comparable nonlinear scale-space. 
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Figure 3.1: The relationship between conductivity coefficients ,  and  and image 
spatial gradients  with a fixed parameter   

  

Figure 3.1 illustrates the influence of various conductivity coefficients on image 

spatial gradients  by keeping the parameter  constant. The graph is truncated at 

, beyond which the conductivity values approach zero for larger spatial 

gradients. As depicted in the figure, it is evident that the conductivity coefficient  has a 

more pronounced effect on small image gradients (i.e.,  or homogenous 

regions) compared to the standard . However, when , the  coefficient 

is significantly higher, potentially leading to a blurred scale-space at larger scales. To reduce 

this blurring effect, the  function is adjusted by raising it to the fourth power, resulting in 

a new function,  as 
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Equation 3.10 

As illustrated in Figure 3.1, the modified  as well exhibits a stronger coefficient 

for . The strong coefficient is anticipated to rapidly smooth out homogenous 

regions. As well, the  coefficient approaches zero when , indicating that 

high image gradients along object boundaries tend to degrade at a slower rate over time, 

thereby effectively preserving object boundaries at larger scales. The enhancement of the  

and  functions generate distinct scale-spaces that significantly improve the detection of 

interest points in near-uniform regions and enhance image stitching quality, as discussed 

further in Chapter 4. 

 

3.2.4 Lorentz Modulated Nonlinear Scale-spaces 

Concerning digital images, Weickert’s modified semi-implicit method, known as the 

Additive Operator Splitting (AOS) scheme, is employed to create nonlinear diffusion scale-

spaces (Weickert, 2001; Weickert et al., 1998). The AOS method provides a numerical 

approximation of the nonlinear partial differential equation (PDE) in a discretized form. 

Within the framework of the AOS scheme, Equation 3.3 can be expressed in vector-matrix 

notation as follows (Weickert, 2001; Weickert et al., 1998):  

 
Equation 3.11 

where  is the number of dimensions (with  = 2),  denotes the time step size,  is 

the discretized second-order derivative of  along the -th coordinate axis, and  represents 
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the nonlinear scale-spaces at evolution time . The identity matrix is denoted as . As pixels 

are indexed sequentially along the direction , the term  represents one-

dimensional diffusive interactions along the corresponding axes, forming diagonally 

dominant tridiagonal matrices within a linear system of equations. When applied to , the 

term  models anisotropic or directional diffusion along the -th axis at 

evolution time . Equation 3.11 can be efficiently solved using the Thomas algorithm or the 

Tri-Diagonal Matrix Algorithm (TDMA) (Ralli, 2011; Weickert et al., 1998). In the AOS 

approach, all coordinate axes are treated uniformly for each step size , allowing the 

construction of discrete nonlinear scale-spaces. 

Before constructing the scale-spaces, the first step is to compute a series of evolution 

times , from which the step size  is determined as  for used in Equation 3.11. The 

scale-spaces are organized into sequential discrete octaves,  and sub-levels, . These are 

subsequently analysed by scaling up SURF’s box filter to approximate second-order 

Gaussian derivatives (Bay et al., 2006; Evans, 2009). Each pair of octave-sublevel is 

associated with a corresponding box filter size defined as: 

 Equation 3.12 

where the initial filter size  = 9 corresponds to a 9×9 pixels box filter, approximating the 

Gaussian derivatives with an initial standard deviation  in the proposed method. As 

the filter size grows, the corresponding Gaussian scale likewise increases that can be easily 

computed because the ratio of the filter layout stays constant. Since nonlinear diffusion 

operates in time units, the discrete scale sigma  can be associated with their corresponding 

time units  using 
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Equation 3.13 

where  represents the total number of two-dimensional arrays of scale-spaces. In the 

proposed method, a total of 12 scale-spaces is created, organized into 5 octaves, each 

containing 4 sublevels. The first octave consists of 4 consecutive scale-spaces, whereas the 

subsequent octaves include the last 2 scale-spaces from the preceding octave, together with 

2 newly generated successive scale-spaces. 

 

3.2.5 ePDE Feature Detection 

The generated scale-space images are essential for identifying scale-invariant interest 

points. For feature detection, the Hessian matrix is employed by transforming all nonlinear 

scale-spaces into integral images, allowing for rapid calculations using box filters (Bay et 

al., 2006; Evans, 2009). For each integral image, the scale-normalized Hessian determinant 

matrix is calculated using SURF’s box filters to approximate the Laplacian of Gaussian (Bay 

et al., 2006). This determinant serves as an indicator of blob responses, subsequently 

processed using non-maxima suppression. Hessian determinant responses that fall below a 

predetermined threshold are eliminated, while those above the threshold are retained to 

control detection efficacy. 

After applying the thresholding, local maxima are identified from the response maps 

(i.e., the blob responses from the scale-spaces). This is achieved using non-maxima 

suppression approach, where each candidate point is compared to its 26 neighbouring pixels 

within  a  3×3  pixel  region  across  the  current  and  adjacent  scale-spaces   as   shown   in  
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Figure 3.2: Non-maxima suppression. The pixel marked ‘�’ is selected as interest point 
if it is greater than neighboring pixels in its interval and adjacent intervals (Awad & 

Hassaballah, 2016) 

 

Figure 3.2 (Lowe, 2004). A point is considered an interest point if it exceeds all its 

neighbours. 

Finally, the positions of the interest points is interpolated by fitting a three-

dimensional quadratic function to their neighbouring data points, achieving sub-pixel 

accuracy and stable localization (Lowe, 2004). This process eliminates unstable candidates 

that have low contrast (i.e., those sensitive to noise) and poor edge localization. Interpolated 

maxima locations significantly enhance matching accuracy and stability. For image 

matching purposes, each identified interest point must have a distinctive feature descriptor, 

as will be further explained in subsequent Section 3.4. Table 3.1 summarizes the proposed 

Lorentz-modulated nonlinear scale-spaces construction and the ePDE feature detection 

algorithm. 
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Table 3.1: Summary of the proposed enhanced Partial Differential Equation (ePDE) 
feature detector algorithm 

Algorithm I: enhanced Partial Differential Equation (ePDE) feature detector 

Input: Images , Gaussian sigma , initial sigma , number of octaves , 

number of sub-levels  and contrast factor  

Output: A set of detected interest points  

function ePDE 

for  

         for  

i. Calculate a set of filter size  

ii. Calculate corresponding discrete scale sigma  

iii. Calculate evolution times  and step size  

         end for 

end for 

for 

i. Denoise  with Gaussian kernel  

ii. Compute  nonlinear scale-spaces  using the loop outlined below: 

         for  

a. Compute diffusion weight  or  

b. Compute diffusivity matrix  

c. Solve the vector-matrix using AOS and TDMA algorithms 

d. Transform nonlinear scale-spaces to integral images  

         end for 

iii. Compute Hessian determinant and Laplacian sign response map from each  

iv. Apply non-maxima suppression for interest points search 
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Table 3.1 continued 

v. Interpolate extrema locations to reject unstable candidate points 

end for 

 

3.3 Proposed Method 2: Log-Gabor Feature Transform (LGFT) 

This method introduces an alternative feature detection technique based on the Log-

Gabor feature transform, specifically designed to overcome the limitations of intensity-based 

feature detection methods. Gabor filter is widely recognized as an ideal function for signal 

processing because of its important mathematical properties (Fischer et al., 2007). 

Essentially, a Gabor function combines a Gaussian function with a complex exponential, 

with the Gaussian function shifted away from the origin in the Fourier domain. Similarly, 

the 2D Gabor filter effectively represents image information, achieving optimal localization 

in both frequency and spatial domains. Studies on visual cortical neurons have shown that 

the two-dimensional receptive field profiles of simple cells in the Primary Visual Cortex 

(V1) of mammal are effectively characterized by images filtered with a 2D Gabor function 

(Daugman, 1985; Field, 1987). However, Gabor filters present several drawbacks (Arrospide 

& Salgado, 2013; Field, 1987; Fischer et al., 2007):  

i. Gabor functions act as bandpass filters, exhibiting strong responses at lower 

frequencies. However, the combination of this response with a  fall-off in 

image amplitude leads to redundant filter information. Additionally, these 

filters fail to capture the high-frequency tail of the image. 
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Figure 3.3: Comparison between (a) Gabor and (b) Log-Gabor functions (Field, 1987) 

 

ii. Gabor filters possess a bandwidth of about one octave and are not optimal for 

wide spectral coverage. As a result, a substantial number of filters is needed 

to encompass extensive spectral information. 

iii. Gabor filters exhibit a lack of uniformity in the mid-frequency range. 

To overcome above issues, the Log-Gabor function is employed. The function is regarded 

as a better option for capturing information from natural images compared to the Gabor 

function (Field, 1987). 

 

3.3.1 2D Log-Gabor Filtering and Scale-spaces 

The Log-Gabor function is fundamentally crafted as a Gaussian response that spreads 

from the origin along the logarithmic frequency axis. Figure 3.3 illustrates a comparison 

between the Gabor and Log-Gabor functions. The key advantages of the Log-Gabor filter 

include:  
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i. Log-Gabor filters exhibit symmetrical responses in the Fourier domain, 

allowing the same filters to be used for both direct and inverse transforms in 

image analysis and synthesis. 

ii. Log-Gabor filters reduce redundancy in the lower frequency range by 

minimizing overlap between filters and providing more even spectral 

coverage. 

iii. Log-Gabor filters feature extended tails at higher linear frequencies, 

improving the frequency fall-off observed in natural images. 

Mathematically, the Log-Gabor function consists of two main components: the radial 

component that controls the frequency band, and the angular component that defines the 

filter's orientation. Initially proposed by Field (1987), the radial component of Log-Gabor 

function in the frequency domain  is expressed as follows: 

 
Equation 3.14 

where  represents the central radial frequency of the filter with  represents the 

wavelength of the Log-Gabor function, and  denotes the radial bandwidth of  in 

octaves, as defined by (Gao et al., 2007) 

 
Equation 3.15 

The angular component of Log-Gabor function in the orientation angle  is 

expressed as follows (Arrospide & Salgado, 2013; Li et al., 2020; Matas et al., 2004; Nava 

et al., 2012; Gao et al., 2007): 
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Equation 3.16 

where  represents the orientation angle of the filter, and  denotes the angular 

bandwidth of  in octaves, defined as (Gao et al., 2007) 

 Equation 3.17 

To construct 2D Log-Gabor filter, the radial component  is multiplied by the 

angular component  around a central frequency ( , ) as follows: 

 

 

Equation 3.18 

 

Equation 3.19 

where  and  represent the 2D Log-Gabor filter’s scale and 

orientation, respectively. In this context,  and  denote the number of scales and 

orientations of the filters, respectively. On the other hand, Fischer et al. (2007) proposed a 

different expression for the 2D Log-Gabor filter in the log-polar coordinates of the Fourier 

domain, which is given as 

 
Equation 3.20 

where  denotes the log-polar coordinates. Here, ,  and             

 for . 
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Since the Log-Gabor function operates in the frequency domain, the input image 

 must first be transformed to this domain using a 2D Fourier transform, resulting in 

the Fourier-transformed image . The representation of 2D Log-Gabor feature in 

the frequency domain is subsequently achieved by applying a convolution between 

 and a 2D Log-Gabor filter (Fischer et al., 2007). This convolution produces 

complex-valued results that can be expressed as a response vector, as follows: 

 Equation 3.21 

where  denotes the imaginary unit, while  and  represents the even-symmetric and 

the odd-symmetric components of the convolution responses, respectively, in the frequency 

domain at scale  and orientation . The corresponding responses in the spatial domain can 

be derived by applying the inverse Fourier transform to the convolution responses (Fischer 

et al., 2007; Li et al., 2020; Ye et al., 2017), as follows: 

 Equation 3.22 

where  denotes the even-symmetric component, and  signifies the odd-symmetric 

components in the spatial domain at scale  and orientation . Finally, the amplitude 

component  is computed using 

 
Equation 3.23 

The proposed method defines  = 4 and   {1,2,3,4,5,6} to create a series of 

multi-scale and multi-orientation Log-Gabor convolution responses, known as Log-Gabor 

scale-spaces throughout this paper. For instance, with  = 4 and  = 3, a total of 12         

Log-Gabor scale-spaces are generated, comprising of 4 scale levels for each orientation. 
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These scale-spaces are employed to effectively identifying interest points by examining 

maxima across all scales. 

 

3.3.2 LGFT Feature Detection 

The generated Log-Gabor scale-spaces are then arranged into a sequence of discrete 

octaves and sub-levels. Each is indexed by  (octave) and  (sub-level), representing the 

orientation and scale properties of the 2D Log-Gabor filter, respectively. In each Log-Gabor 

scale-space, the Laplacian of Gaussian (LoG) is approximated using a box filter that 

represents the Gaussian derivative kernel, applied across the x, y and xy directions (Bay et 

al., 2008; Evans, 2009). In this proposed method, the size of the box filter for each sublevel 

scale-space is determined based on the corresponding wavelength assigned to each             

Log-Gabor scale-space. As a result, each sublevel scale-space is associated with a specific 

box-type convolution filter size , defined as follows: 

 Equation 3.24 

where  serves as a weight parameter that regulates the size of the box filter,  represents 

the smallest wavelength scale of the 2D Log-Gabor filter, and  denotes the scaling factor 

between consecutive 2D Log-Gabor filters. The notation  signifies the nearest integer, 

and  is defined as follows:  = 0 when  returns an odd value, and  = 1 when  

returns an even value. 

Similar to the ePDE feature detection, the process of identifying scale-invariant blob-

like interest points from the Log-Gabor scale-spaces begins by converting these scale-spaces 

into a series of integral scale-spaces. This is followed by determining the blob response maps 
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(Bay et al., 2008; Evans, 2009), they are then further analysed through non-maxima 

suppression (Lowe, 2004). Table 3.2 summarizes the proposed Log-Gabor Feature 

Transform (LGFT) algorithm for interest points detection across different layers of             

Log-Gabor scale-spaces.  

Table 3.2: Summary of the proposed Log-Gabor Feature Transform (LGFT) feature 
detector algorithm 

Algorithm II: Log-Gabor Feature Transform (LGFT) feature detector 

Input: Images , Gaussian sigma , initial sigma , number of scales , 

number of orientations , radial bandwidth , smallest wavelength filter 

, scaling factor  and parameter  

Output: A set of detected interest points  

function LGFT 

for  

i. Calculate LoG box filter sizes  

ii. Calculate corresponding discrete scale sigma  

iii. Compute radial component of the Log-Gabor function  

end for 

for  

         Compute angular component of the Log-Gabor function  

         for  

Multiplying   and  to construct 2D Log-Gabor filters 

         end for 

end for 

for 
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Table 3.2 continued 

i. Denoise  with Gaussian kernel  

ii. 2D Fourier transform  to yield  

iii. Convolve  with , return  layers of  

iv. Inverse Fourier transform each layer of , return  

v. Compute absolute value of each layer of , return  

vi. Compute Hessian determinant and Laplacian sign response map from each  

vii. Apply non-maxima suppression for interest points search 

viii. Interpolate extrema locations to reject unstable candidate points 

end for 

 

3.4 Feature Description 

For effective image matching, it is essential to define a distinctive feature description 

for each identified interest point from the ePDE and LGFT methods. This feature description 

is derived from a square region of the original input image, aligned with the primary 

orientation at each key interest point. The process primarily involves two crucial steps: 

determining the dominant orientation and defining the descriptor vectors.  

To determine the dominant orientation, Haar wavelet responses with a window size 

of 4  are first computed for a set pixels within a circular region of radius 6  centred on the 

detected interest point (Bay et al., 2006). These responses are then weighted using a Gaussian 

function with a standard deviation of 2.5  (Evans, 2009). In this context,  refers to either 

the discrete scale  that corresponds to the time units  in the ePDE method, or the scale-

dependent sampling step size  associated with the interest point in the LGFT method. The 

horizontal and vertical Haar wavelet responses that approximate intensity gradients in the x 

and y directions are treated as vectors, and summed within a  rotating  circular  segment  of  
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Figure 3.4: Orientation assignment process. Haar wavelet responses in the x and y 
directions are summed within a rotating circular segment. The segment with the largest 

resultant vector indicates the dominant orientation of the interest point 

 

angle /3 centred on the interest point. The vector sum within each segment yields a local 

orientation vector, and the angle of this vector (in radians or degrees) is computed from the 

summed x and y responses. The segment with the longest resultant vector determines the 

dominant orientation of the interest point. This process is illustrated in Figure 3.4. 

To construct the descriptor vector for each interest point in the image, the M-SURF 

descriptor (Alcantarilla et al., 2012) is applied by calculating Haar-wavelet responses of size 

 in the horizontal and vertical directions relative to the dominant orientation of the detected 

interest point, denoted as  and . The responses are computed over a square region grid 

of size 24 ×24 , which is split into smaller 4×4 square subregions of size 9 ×9  with 

an overlapping zone of 2  width. In each subregion, wavelet responses are weighted using 

a  subregion-centred  Gaussian  (standard deviation = 2.5 )  and  aggregated  into  a   four-  
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Figure 3.5: Descriptor construction process. The blue window (sized at 24 ) is 
centered on the interest point (red dot) and aligned with the dominant orientation (green 

arrow). The green square is one of 16 subregions; blue dots indicate pixels used to compute 
Haar wavelet responses for constructing the 4×4×4-element descriptor 

 

dimensional descriptor vector, denoted as . This results in 

an overall length of 64 (= 4×4×4) elements feature vector for each interest point. Each 

subregion vector is then weighted using a Gaussian (standard deviation = 1.5 ) over a 4×4 

square mask centred at the interest point. Finally, each descriptor vector is normalized to a 

unit vector to achieve contrast invariance. This process is illustrated in Figure 3.5. 

 

3.5 Image Stitching Algorithm 

Accurate matching of a significant number of interest points between overlapping 

images is essential for effective image stitching. This study utilizes a matching algorithm 

that employs the approximate nearest neighbour search from the VLFeat open-source library 

(Vedaldi & Fulkerson, 2010) to gather a set of indexed corresponding interest  points  along  
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Figure 3.6: Flowchart outlining the entire process of image stitching  

 

with their squared Euclidean distances. To better estimate inliers and effectively reject 

outliers, this study employs a variant of the Random Sample Consensus (RANSAC) 

algorithm called the M-estimator SAmple Consensus (MSAC) algorithm (Torr & Zisserman, 

2000). This approach enhances the matching of correct matches, or inliers, between the 

images. Given the inherent randomness of the MSAC algorithm, the number of inliers may 
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fluctuate slightly with each execution, although such variations are typically negligible. To 

maximize the number of inliers, the MSAC algorithm is executed iteratively over 20 trials. 

This number is empirically determined to provide an optimal balance between performance 

consistency and computational efficiency. Finally, the remaining inliers are used to estimate 

the global geometric transformation model that aligns, warps, and blends the overlapping 

images, producing a satisfactory stitched image representation. Figure 3.6 provides an 

overview of the entire image stitching process. 

 

3.6 Proposed Performance Evaluation Metrics 

Mikolajczyk et al. (2005) introduced a widely recognized framework for evaluating 

the performance of feature detectors and descriptors. Metrics such as repeatability, recall and 

precision are commonly used to measure their effectiveness (Mikolajczyk et al., 2005; 

Mikolajczyk & Schmid, 2005). However, while these metrics are useful in assessing 

detection accuracy and consistency, they do not reflect how well the identified inliers 

contribute to the overall quality of stitched images in the context of image stitching. For 

instance, a feature detector with a high repeatability score does not necessarily imply that 

the extracted inliers are sufficient in terms of both quantity and spatial distribution across 

the overlapping areas to achieve effective and satisfactory image stitching. Effective image 

stitching often relies on having an adequate number of stable inliers that are well-distributed 

across the overlapping area between images. To address this limitation, this study introduces 

new evaluation metrics: the spread-overlap,  and the ratio of recall-to-spread-overlap 

denoted as . These metrics aim to provide a more comprehensive assessment of how 

feature detectors impact image stitching performance. 



76 

3.6.1 Spread-Overlap Measure 

The spread-overlap,  metric, inspired by Marmol et al. (2017), is developed to 

analyse the spatial distribution of interest points within the overlapping areas of images. In 

their work, Marmol et al. (2017) utilized a uniform 10×10 grid cell mask within the 

eyepiece’s field of view of an arthroscope to determine the proportion of grid cells that 

contain at least one interest point. 

Rather than using a fixed 10×10 grid, the overlapping area of the images is divided 

into grid cells mask, where each square cell represents 0.25% of the overlapping area. This 

approach establishes a uniform grid of 400 square cells, covering the overlapping area, 

irrespective of its size. To ensure that each cell can hold several interest points, it is necessary 

for the sample images or their overlapping area to have dimensions of at least 100×100 

pixels. The spread-overlap,  metric is derived as the ratio of the number of grid cells within 

the overlapping area containing at least one inlier  to the total number of grid cells within 

the overlapping area . It can be mathematically expressed as follows: 

 
Equation 3.25 

where  indicates the number of pairs between the interest points  from images  and 

their corresponding projective points  from images , within each grid cell. Figure 3.7 

shows an example of  calculation, where 50 out of 400 grid cells in a 100×100 pixel 

overlapping area contain at least one inlier. 
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Figure 3.7: Example of spread-overlap,  calculation: 50 out of 400 grid cells within a 
100×100 pixel overlapping area contain at least one inlier 

 

3.6.2 RC/SO Score 

The  score indicates whether the distribution of inliers across the overlapping 

area is adequate for accurately estimating the global geometric transformation model, 

thereby ensuring images are stitched with minimal misalignment errors. Essentially, this 

score provides a means to assess the probability of success or failure in image stitching 

without needing to visually inspect the final stitched image. In mathematical terms, the 

 metric is simply defined as the ratio of recall,  to the spread-overlap,  metric. 

To better visualise this concept, imagine a simple 6×6 uniform square grid mask that 

overlays the overlapping area between two images, as depicted in Figure 3.8. In this setting, 

suppose there are 30 inliers (marked with red dots) distributed across the  overlapping  area  
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(a)       (b)  

 

(c)       (d)  

Figure 3.8: Visualization of  concept with 30 inliers (marked with red dots) 
across a 6×6 grid in the overlapping region.  is fixed at 0.714 

 

under 4 different distribution conditions, with an RC measure of 0.714 (or 71.4%) held across 

all samples. A higher  measure occurs when inliers are widely distributed across the 

overlapping area (as shown in Figure 3.8(a) and Figure 3.8(b)), leading the  scores to 

typically approach a value of one.  
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On the other hand, when inliers are clustered in a small area of the overlapping region 

(see Figure 3.8(c) and Figure 3.8(d)), the  scores increase noticeably. Implicitly, a 

higher  score indicates an increased risk of noticeable misalignment, distortion, and 

potential failure in image stitching, especially with more extreme  scores. This issue 

arises from the limited spread of inliers that fails to provide sufficient data for accurately 

estimating the global geometric transformation model between the overlapping images. In 

the worst-case scenario, image stitching is more likely to fail with fewer inliers that clustered 

in small area. 

 

 

Figure 3.9: Examples of the proposed evaluation metrics,  and , for the LGFT, 
RIFT, ORB, and SURF. Yellow crosses (reference image) and magenta circles (target 
image) mark inlier locations. The yellow zoom-in highlights the misalignment, and the 

blue trapezoid shows distortion in the stitched images 

 



80 

To further validate the proposed evaluation metrics, Figure 3.9 illustrates how  and 

 affect the final stitched images produced by LGFT, RIFT, ORB, and SURF. In  

Figure 3.9(a) and Figure 3.9(b), the  values of 1.55 and 3.61 for LGFT and RIFT, 

respectively, indicate that the distribution of inliers across the overlapping area is adequate 

for accurately estimating the global geometric transformation, producing well-aligned 

stitched images with no misalignment errors. In contrast, ORB and SURF exhibit higher 

 values of 14.19 and 26.67 due to clustering of inliers along the mountain edges, 

leading to distorted stitched images, as shown by the blue trapezoid shapes in Figure 3.9(c) 

and Figure 3.9(d). A zoomed-in view of the yellow rectangular area in Figure 3.9(d) clearly 

highlights the misalignment in the stitched image. 

Figure 3.10 further demonstrates the effect of  and  on the final stitched 

outputs from LGFT, KAZE, SIFT, and AGAST. Figure 3.10(a) and Figure 3.10(b) 

demonstrate that both LGFT and KAZE show a high number and broad distribution of 

inliers, corresponding to their low  values of 0.43 and 2.45, respectively, resulting in 

well-aligned stitching. However, as the  values rise due to a significantly lower 

number of inliers across the overlapping region, misalignment becomes evident, as 

highlighted by the yellow zoom-in areas in Figure 3.10(c) for the SIFT method, which has a 

high  value of 28.57. In the worst-case scenario, stitching fails entirely, as illustrated 

in Figure 3.10(d) for the AGAST method, which has a very high  value of 106.67, 

primarily due to insufficient data to accurately estimate the global geometric transformation 

between overlapping images. 
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Figure 3.10: Examples of the proposed evaluation metrics,  and , for the LGFT, 
KAZE, SIFT and AGAST. Yellow crosses (reference image) and magenta circles (target 

image) mark inlier locations. The yellow zoom-in highlights the misalignment 

 

Figure 3.11(a) provides another example of the ePDE method with a low  

value of 1.78. The images are perfectly stitched due to a sufficient number of inliers are 

widely spread across the upper and lower areas, with 32.13% covering the overlapping 

region, despite a large unfilled area in the centre. As the number of inliers decreases and 

their distribution becomes more clustered, the  values increase, as seen from         

Figure 3.11(b) to Figure 3.11(d). This leads to greater misalignment  errors,  highlighted  in  
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Figure 3.11: Examples of the proposed evaluation metrics,  and , for the ePDE, 
SIFT, BRISK and MSER. Yellow crosses (reference image) and magenta circles (target 

image) mark inlier locations. The yellow zoom-in highlights the misalignment 
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the yellow zoom-in areas. Therefore, the results presented in Figure 3.9 to Figure 3.11 

suggest that when inliers are few and clustered in smaller areas, reducing the spread-overlap, 

, higher  values significantly increase the chances of misalignment and even 

stitching failure, due to insufficient data for accurately estimating the global geometric 

transformation between the images. 

 

3.7 Chapter Summary 

This chapter addresses the shortcomings of existing state-of-the-art image stitching 

methods, particularly their limitations in handling near-uniform scenes. To overcome these 

challenges, two new feature-based approaches are introduced: the Enhanced Partial 

Differential Equation (ePDE) and the Log-Gabor Feature Transform (LGFT). 

The ePDE method enhances intensity-based feature detection by modifying the 

Lorentz factor, derived from Einstein’s theory of special relativity (Bambi, 2018), and 

applying it to define the novel conductivity function in the nonlinear diffusion equation. To 

ensure stable diffusivity outputs, the contrast control parameter  is empirically selected 

within the range of 0.1 to 0.9. This method generates 12 nonlinear scale-spaces, structured 

into 5 octaves with 4 sublevels each, producing multi-scale, edge-preserving representations 

that improve feature detection in low-texture regions. The LGFT method overcomes the 

limitations of intensity-based detection by applying two-dimensional Log-Gabor filters in 

the Fourier domain (Li et al., 2020). With   {1,2,3,4,5,6} orientations and  = 4 

sublevels, it creates Log-Gabor scale-spaces that capture fine granule-like structural details 

at various orientations and scales. Both proposed methods utilize a common feature 

descriptor, generating a 64-element vector for each detected interest point. 
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To evaluate image stitching effectiveness, two new performance metrics are 

introduced: the spread-overlap,  and the recall-to-spread-overlap ratio, . The  

metric quantifies the spatial distribution of inliers across a uniform 400 grid cells covering 

the overlapping image area, with each cell representing 0.25% of the total overlapping area. 

 combines recall with spread-overlap, providing a more comprehensive evaluation of 

feature detector performance in the context of image stitching.  
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CHAPTER 4   
 
 

RESULTS AND DISCUSSION 

4.1 Introduction 

This chapter presents a comprehensive evaluation of the proposed feature-based 

image stitching methods in comparison with several state-of-the-art techniques. The 

experiments are essential for verifying the robustness and effectiveness of the proposed 

methods, particularly in challenging near-uniform image scenes where stitching 

performance can vary significantly across different algorithms. The comparison includes 

established methods such as MSER (Zhang et al., 2015), SIFT (Lowe, 2004), SURF (Bay et 

al., 2006), BRISK (Leutenegger et al., 2011), KAZE (Alcantarilla et al., 2012), AKAZE 

(Alcantarilla et al., 2013), AGAST (Mair et al., 2010), ORB (Rublee et al., 2011), and the 

upright variant of RIFT (U-RIFT) (Li et al., 2020). These methods are selected due to the 

availability of their MATLAB implementations, ensuring consistency in testing and 

enabling fair comparison using standardized, pre-processed input images and default 

parameter settings. 

Prior to performance evaluation, parameter tuning is conducted for the proposed 

methods to ensure optimal results. A visual analysis is also carried out to examine the 

differences in texture representation across the newly constructed nonlinear scale-spaces, 

providing a better understanding of how these differences influence inlier detection 

performance. The subsequent evaluation includes quantitative experiments using standard 

metrics such as recall,  (Mikolajczyk & Schmid, 2005), along with the proposed spread-

overlap,  and the recall-to-spread-overlap ratio,  to provide an insightful 

performance measure. Qualitative experiments enable visual comparison of stitched outputs 
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to observe visual artifacts and misalignments. Finally, efficiency experiments assess the 

computational cost of each method based on processing time.  

This chapter is divided into six sections. Section 4.2 presents the experimental tools 

and datasets employed for the implementation of the proposed methods. Section 4.3 

describes the pre-analysis procedures and the parameter settings optimized for each method. 

In Section 4.4, a visual analysis of the nonlinear scale-spaces generated by the enhanced 

Partial Differential Equation (ePDE) and the Log-Gabor Feature Transform (LGFT) 

techniques is provided. Section 4.5 validates the robustness and effectiveness of the 

proposed methods by applying them to a set of image pairs and evaluating the resulting 

inliers using the newly proposed evaluation metrics. Finally, Section 4.6 provides a summary 

of the chapter’s key findings. 

 

4.2 Experimental Tools and Datasets  

The proposed methods and associated algorithms are implemented using the 

MATLAB Computer Vision System Toolbox, coupled with the mexOpenCV interface, 

supporting both image stitching and evaluation of performance. Additionally, algorithms 

provided from the Ralli diffusion code (Ralli, 2011), the RIFT source code (Li et al., 2020), 

the OpenSURF library (Evans, 2009), and the VLFeat open-source library (Vedaldi & 

Fulkerson, 2010) are adapted and employed to execute the proposed algorithms. The 

experiments are carried out on a Windows 10 64-bit system, powered by an Intel core             

i5-6300U CPU running at 2.40GHz with 8GB of RAM, and without GPU acceleration.  
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For the experimental datasets, the following sets of image pairs are used in the 

subsequent evaluation experiments:  

i. 25 pairs of benchmark images 

The nonuniform or feature-rich scene benchmark images are obtained from 

the Affine Covariant Features (2007) and Alcantarilla et al. (2012) 

collections. These images, shown in Figure 4.1, include the ‘bikes’ and ‘trees’ 

series for image blur, ‘leuven’ for illumination changes, ‘ubc’ for JPEG 

compression, and ‘iguazu’ for Gaussian noise effects. Each series comprises 

6 images, with transformations applied incrementally. 

ii. 70 pairs of general images 

The general images are randomly selected from datasets provided by previous 

researchers (Li et al., 2020; Zaragoza et al., 2014), as well as online resource 

such as Photojournal: NASA’s Image Access Home Page (n.d.), Adobe Open 

Source Data Sets (n.d.), OpenCV Extra Data (n.d.), along with real images 

taken by the author. These image pairs represent real-world scenes chosen for 

their partially near-uniform regions, where certain areas are either 

homogeneous or exhibit low-texture. Such near-uniform scenes often result 

in diminish the accuracy and sensitivity of advanced feature detection 

methods. Some examples are illustrated in Figure 4.2. 

iii. 123 pairs of HiRISE images 

The High Resolution Imaging Science Experiment (HiRISE) images are 

obtained from the HiRISE | Image Catalog (n.d.), with dates ranging from 

April 23 to May 3, 2023. These images, capture by the HiRISE camera on the 

Mars Reconnaissance Orbiter (which was launched in 2005 and reached Mars  
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     (a) Bikes  (b) Trees      (c) Leuven   (d) Ubc      (e) Iguazu 

Figure 4.1: The benchmark image pairs include: (a)-(b) for blurred images, (c) for light 
variation, (d) for JPEG compression, and (e) for Gaussian noise. Each series contains 6 

sequences of progressively transformed images (from top to bottom) 

 

in 2006), provide high-resolution views of the Martian surface, with a 

resolution of up to 30 centimetres per pixel. The selected image pairs feature 

primarily near-uniform scenes in grayscale, available in both map projected 

and non-map projected formats and are provided in JPEG format. Some 

examples are shown in Figure 4.3. In these figures, the HiRISE image pairs 

are first cropped to regions that exhibit the most near-uniform scenes before 

proceeding to the processes of feature detection and image stitching. 
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       Figure 4.2: Examples of general image pairs illustrating real-world scenes with 
partially near-uniform regions 
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      Figure 4.3: Examples of cropped HiRISE image pairs featuring predominantly 
near-uniform regions in grayscale 
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Before executing feature detection and image stitching, each input image is pre-

processed to ensure a fair and consistent performance comparison. The pre-processing steps 

are as follows: 

i. All colour images are converted to grayscale to reduce computational 

complexity and focus on intensity features. 

ii. Both benchmark and general images are resized to an average of 

approximately 200,000 pixels to standardize input and ensure consistent 

processing. 

iii. The HiRISE images are resized to an average of approximately 300,000 

pixels to standardize input and maintain consistency in processing. The larger 

near-uniform image size ensures sufficient detail for effective feature 

detection. 

iv. All images are denoised using a Gaussian kernel with a standard deviation of 

0.5 to reduce noise and enhance feature detection accuracy. 

The effectiveness and robustness of the proposed feature detection methods are 

evaluated in comparison to various advanced techniques, such as MSER, SIFT, SURF, 

BRISK, KAZE, AKAZE, AGAST, ORB, and U-RIFT. Table 4.1 provides a summary of 

these methods, highlighting their feature detectors, corresponding descriptors, targeted 

features, data formats, associated tools, key functions, and parameter settings applied during 

experimental implementation. The experiments employ the default configurations for each 

method. For clarity, the term "feature detectors" is used to refer to both the feature detector 

and its associated descriptor throughout this thesis. Note that the stitched images in the thesis 

intentionally retain the seam, allowing the reader to see more clearly how they are stitched 

together. 
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Table 4.1: Summary of feature detectors and descriptors used for validation, including 
feature types, data formats, associated tools, key functions, and parameter settings 

Detector Descriptor Feature 

Type 

Data 

Format 

Tool / Function Settings 

MSER SURF  Region Non-

binary, 

 = 10 

MATLAB / 

detectMSERFeatures, 

extractFeatures 

Default 

SIFT SIFT Blob Non-

binary, 

 = 10 

mexOpenCV /  

cv.SIFT, 

sift.detectAndCompute 

Default 

SURF SURF Blob Non-

binary, 

 = 10 

MATLAB / 

detectSURFFeatures, 

extractFeatures 

Default 

BRISK BRISK Corner Binary, 

 = 

100 

MATLAB / 

detetBRISKFeatures, 

extractFeatures 

Default 

KAZE M-SURF Blob Non-

binary, 

 = 10 

MATLAB / 

detectKAZEFeatures, 

extractFeatures 

Default 

AKAZE M-LDB Blob Binary, 

 = 

100 

mexOpenCV /    

cv.AKAZE, 

akaze.detectAndCompu

te; MATLAB / 

binaryFeatures 

cv.AKAZE with 

'Threshold' = 

0.0001 

AGAST FREAK Corner Non-

binary, 

 = 10 

mexOpenCV / 

cv.AGAST;  

MATLAB / 

extractFeatures 

 

Default 
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Table 4.1 continued 

ORB BRIEF Corner Non-

binary, 

 = 10 

mexOpenCV /  

cv.ORB, 

orb.detectAndCompute 

cv.ORB with 

'MaxFeatures' = 

10000 

U-RIFT MIM Corner, 

Edge 

Non-

binary, 

 = 10 

RIFT source code; 

MATLAB / 

detectFASTFeatures 

(extracts corner & edge 

points from minimum 

& maximum moment 

maps) 

Set 3: = 0.75,  

= 1.6,  = 2.5 

(from Table 4.2); 

detectFASTFeatur

es with 

'MinContrast' = 

0.05 

 

4.3 Pre-analysis and Parameter Settings 

Understanding how variation in certain parameters influence the methods' 

performance often provides valuable insights into their robustness and reliability. Therefore, 

parameter fitting is important for optimizing the algorithms to attain the best possible 

performance. This section provides a preliminary analysis to determine and set the values of 

certain parameters for the proposed methods before begin experimentation. These 

parameters are as follows: 

i. For the enhanced Partial Differential Equation (ePDE) method: contrast 

factor . 

ii. For the Log-Gabor Feature Transform (LGFT) method: number of scales , 

number of orientations , radial bandwidth , filter scaling factor , and 

parameter . 
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To simplify referencing in the subsequent discussion, the following acronyms will 

be used to represent the proposed feature detectors. 

i. For the Partial Differential Equations (PDE) with the new conductivity 

function of  and , it is simply referred to as ePDE-  and ePDE- , 

respectively.  

ii. For the Log-Gabor Feature Transform (LGFT), with the number of scales, 

, number of orientations, , and parameter set number, Set#, it is denoted 

as LGFT- . .Set#. For example, LGFT-2.4.3 refers to the LGFT method 

with  = 2,  = 4 and the parameters in Set 3 as listed in Table 4.2. 

 

4.3.1 Proposed Method 1: ePDE Method 

The methods outlined by Alcantarilla et al. (2012) and Perona & Malik (1990) allow 

the contrast factor  in Equation 3.4 and Equation 3.5 to be set either by manually assigning 

a fixed value or by calculating it automatically from the histogram of the image gradient. 

Conversely, the choice of contrast factor  that regulate the diffusion weight  and  in 

Equation 3.9 and Equation 3.10 respectively, is based on an analysis of both conventional 

and proposed evaluation metrics for each feature detector tested on benchmark images. 

Figure 4.4 and Figure 4.5 illustrate the performance differences of ePDE-  and ePDE-  

in relation to varying values of the contrast factor  across the 25 benchmark image pairs. 

For each  value, the performance evaluation results for each feature detector are calculated 

and averaged over all benchmark images. 
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(a)  vs  

 

(b)  vs  

Figure 4.4: Performance comparison of ePDE-  and ePDE-  based on the number of 
inliers,  and spread-overlap,  relative to different contract factors . The metrics are 

averaged over 25 benchmark image pairs 

 

In Figure 4.4(a) and Figure 4.4(b), a declining trend is observed in both the average 

number of inliers and spread-overlap,  for the ePDE-  algorithm as the contrast factor  

increases. This outcome is anticipated, as the nonlinear scale-spaces produced by ePDE-  
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(a)  vs  

 

(b)  vs  

Figure 4.5: Performance comparison of ePDE-  and ePDE-  based on the recall,  
and  relative to different contract factors . The metrics are averaged over 25 

benchmark image pairs 

 

tend to show diminished local structural detail at elevated contrast factor  levels (see Figure 

4.10). Conversely, the performance of ePDE-  remains relatively consistent, showing only 

a minor decline across different contrast factors  values. The inliers detected by ePDE-  
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are more numerous and spread wider within the overlapping area than those detected by 

ePDE- . This stability is attributed to the well-preserved dominant structure in its nonlinear 

scale-space produced by ePDE-  (see Figure 4.10), maintained by its stable diffusivity as 

regulated by Equation 3.10. 

Figure 4.5(a) shows that ePDE-  retain slightly more inliers than ePDE-  across 

various contrast factors , suggesting that ePDE-  outperforms ePDE- , as measured by 

the recall,  metric. In Figure 4.5(b), the average  result for ePDE-  shows greater 

consistency than that of ePDE- . This consistency implies that ePDE-  is likely to 

produce less distortion in the resulting stitched image. In other words, ePDE-  is less robust 

at higher contrast factors , and is likely to result in misaligned image stitching. To balance 

the trade-off between higher computational complexity at lower contrast factors  (due to 

more inliers) and reduced robustness at higher contrast factors , as illustrated in Figure 4.4 

and Figure 4.5, a contrast factor of  is selected for the proposed ePDE-  and ePDE-

 methods in the subsequent experiments. 

 

4.3.2 Proposed Method 2: LGFT Method 

Kovesi (2003) suggests that to achieve uniform coverage of the Log-Gabor spectrum, 

the radial bandwidth,   in  Equation 3.18, and the filter scaling factor,   in  Equation 3.24 

should be set to the values specified in Table 4.2. As well, the parameter  in Equation 3.24 

plays a crucial role for the feature detection algorithm, as it significantly influences the 

responses of Hessian determinant matrix by controlling the size of the box filter that 

approximates the Laplacian of Gaussian. The parameter values for  presented in Table 4.2 

are derived from Figure 4.6 and Figure  4.7,  based  upon  the  number  of  inliers  identified  
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Table 4.2: Parameter settings for the Log-Gabor filter and the box filter approximation of 
the Laplacian of Gaussian. The radial bandwidth  and scaling factor  are based on Kovesi 

(2003), while the parameter  is derived from the results shown in Figures 4.6 and 4.7 

Parameter 

Settings 

Radial 

Bandwidth,  

Kovesi (2003) 

Filter Scaling 

Factor,    

Kovesi (2003) 

Weight 

Parameter, 

 

Set 1 0.55 3.0 1.3 

Set 2 0.65 2.1 1.9 

Set 3 0.75 1.6 2.5 

Set 4 0.85 1.3 3.0 

 

in nonuniform scene benchmark images for various radial bandwidth  and filter scaling 

factor . 

Figure 4.6(a) and Figure 4.6(b) present the results for the first pair of images from 

each series in the benchmark datasets using parameter Set 1 and Set 2, respectively. 

Similarly, Figure 4.7(a) and Figure 4.7(b) present the results using parameter Set 3 and        

Set 4. In all cases, the number of scales  is set to 4, and the number of orientations  is 

set to 2. The results in Figure 4.6 and Figure 4.7 are based on the number of inliers,  that 

vary with different values of parameter . Notice that the parameter  has significant 

impact on the number of inliers,  detected for different radial bandwidths  and filter 

scaling factor . Detection of a large number of inliers tends to favour specific parameter  

for different sets of  and . Therefore, the value of parameter  as shown in Table 4.2, 

that yields the highest number of inliers,  for each combination of  and , is designated 

as the optimal weight for determining the box filter size in Equation 3.24. Besides, the 
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findings also indicate that the proposed method performs equally well in nonuniform scene 

images, as confirmed by visual inspection of the stitched images.  

 

 

(a)  = 2,  = 4 & parameter Set 1:  = 0.55,  = 3.0 

 

 

(b)  = 2,  = 4 & parameter Set 2:  = 0.65,  = 2.1 

Figure 4.6: Analysis of parameter  using the first image pair from each benchmark 
dataset, with parameter sets, Set 1 and Set 2 (see Table 4.2) 
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(a)  = 2,  = 4 & parameter Set 3:  = 0.75,  = 1.6 

 

 

(b)  = 2,  = 4 & parameter Set 4:  = 0.85,  = 1.3 

Figure 4.7: Analysis of parameter  using the first image pair from each benchmark 
dataset, with parameter sets, Set 3 and Set 4 (see Table 4.2) 

 

The performance of matching and the computational complexity of the proposed 

LGFT method are significantly influenced by the number of scales,  and orientations,  
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used in the 2D Log-Gabor filter. In general, increasing the number of orientations enhances 

the richness of the scale-space's localization structure. However, this increase also intensifies 

computational complexity, potentially slowing down the process. With a reduced number of 

orientations, the resulting scale-spaces may not provide adequate local structural 

information, which can lead to deficiency of inliers. Therefore, a parameter study is 

conducted to examine their effects on matching performance, considering . 

Since scale-spaces tend to lose structural detail at coarser scales (with a higher number of 

scale levels),  is fixed at 4 for all  in subsequent experiments, mirroring the scale levels 

per octave used in SURF. Additionally,  is set to 8 for  = 1 to compare its performance 

against the configuration where  is set to 4 for  = 1. Nevertheless, the experimental 

findings reveal that both configurations of  yield similar outcomes, suggesting that an 

increase in  is unnecessary. 

Figure 4.8 and Figure 4.9 illustrate the performance results for different parameter 

sets outlined in Table 4.2, assessed based on various combinations of  and . For 

simplicity, each combination is referred to as o#s#, indicating the number of octaves, o# and 

number of sublevels, s#. Each result point in Figure 4.8 and Figure 4.9 represents the average 

responses derived from all benchmark datasets presented in Figure 4.1. The results in Figure 

4.8 suggest that an increased number of orientations, , associated with o#, yields more 

detailed information in the generated scale-spaces. This leads to a greater number of inliers 

(see Figure 4.8(a)) and broader spatial distribution (see Figure 4.8(b)). However, a greater 

number of orientations,  substantially raises the algorithm's computational complexity, 

indicating longer processing time for interest point detection (see Figure 4.9(b)).  
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(a)  vs different groups of  and  

 

 

(b)  vs different groups of  and  

Figure 4.8: Evaluation of octave-sublevel parameters for the number of inliers,  and 
spread-overlap, , using parameter sets from Table 4.2, applied across all benchmark 

datasets 
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(a)  vs different groups of  and  

 

 

(b) Execution time  for single image vs different groups of  and  

Figure 4.9: Evaluation of octave-sublevel parameters for  and the execution time 
 for single image, using parameter sets from Table 4.2, applied across all benchmark 

datasets 
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Increasing the number of scales to  = 8 does not improve performance when 

compared to  = 4, as seen by comparing the responses of o1s4 and o1s8 in Figure 4.8 and 

Figure 4.9. This implies that scale levels greater than  = 4 have a minimal effect on feature 

detection performance. Notably, the performance results improved from parameter Set1 to 

Set4, as demonstrated in Figure 4.8 and Figure 4.9(a). However, this improvement also 

results in increased computation time due to the increase in the number of orientations,  

and scales,  (see Figure 4.9(b)). Considering the performance of these parameters and the 

importance of processing time, the settings are therefore set to Set3, using   = {1, 2, 4} 

and  = 4, for the subsequent experiments. This includes three LGFT configurations as 

follows: LGFT-1.4.3, LGFT-2.4.3, and LGFT-4.4.3. 

 

4.4 Scale-space Comparisons 

In this study, constructing nonlinear scale-spaces is an essential step to improve 

feature detection algorithms. This step allows for a structured analysis of images across 

various nonlinear scale-spaces, thereby enhancing robustness and improving the accuracy of 

detected inliers via non-maxima suppression. The new nonlinear scale-spaces generated by 

the proposed ePDE and LGFT methods are particularly effective at detecting reliable interest 

points in near-uniform scene images, a task that poses significant challenges for many 

advanced feature detection techniques. This section will analyse the nonlinear scale-spaces 

generated using the proposed conductivity functions,  and , and the Log-Gabor feature 

transform, against those conventionally generated using Gaussian kernel and difference of 

Gaussian (DoG). The comparison will highlight their differences and the implications in 

feature detection performance. 
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4.4.1 Proposed Method 1: ePDE Method 

In Figure 4.10, the nonlinear scale-space structures of an input image are illustrated 

for comparison. These scale-spaces are computed using conductivity functions: (a)  as 

defined in Equation 3.5, (b)  from Equation 3.9, and (c)  from Equation 3.10, applied at 

different contrast factors value . In Figure 4.10, each resulting scale-space image has been 

cropped into a square shape, presenting only the 12th layer of the scale-spaces corresponding 

to each conductivity function across various contrast factor values . It is clearly shown that 

these conductivity functions operate at different diffusivity rates, resulting in scale-space 

images that exhibit varying degrees of smoothness and blurriness.  

Nonlinear diffusion filtering addresses a significant constraint of the standard 

Gaussian smoothing by preserving object boundaries while smoothing non-boundary 

regions. This is clearly shown in Figure 4.10(a) and Figure 4.10(c), presenting examples of 

nonlinear scale-spaces generated by the conductivity functions,  and , respectively. On 

the other hand, the proposed  (see Figure 4.10(b)) smooths the input images more rapidly, 

leading to accelerated blurring of structures in the resulting scale-space. The proposed  

(see Figure 4.10(c)) smooths the input image at a notably slower rate compared to  and 

, preserving most prominent structures and keeps strong image edges largely intact, even 

when higher evolution time units are applied. In addition, at higher contrast factors , the 

scale-spaces generated by  and  show noticeable blurriness and rapidly lose prominent 

structures, while scale-spaces generated by  keep preserving nearly all structural 

information, including strong image edges. The differences observed in the scale-spaces 

generated by ,  and , as depicted in Figure 4.10, will in fact influence the detection 

of local maxima at various scale levels. This, in turn, shapes the feature detection 

performance discussed in the subsequent Section 4.5. 
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Figure 4.10: An example of nonlinear scale-spaces generated with the conductivity 
functions ,  and  at different contrast factors . Each image, cropped into a square 

shape, represents the 12th layer of the scale-space 



107 

4.4.2 Proposed Method 2: LGFT Method 

Figure 4.11 illustrates a comparison of scale-spaces generated by various methods: 

the Gaussian kernel, L, the different of Gaussian, DoG, the nonlinear diffusion filter, Lt and 

the Log-Gabor feature transform filter, . These results are computed using an image of 

Mars’s surface, sourced from Photojournal: NASA’s Image Access Home Page (n.d.). This 

image captures the central peak of Moreux Crater on the right side and a relatively uniform 

surface texture on the left. As illustrated in Figure 4.11(a) and Figure 4.11(b), the Gaussian 

kernel, L and DoG filters result in noticeably greater blurring at larger scales.  

Figure 4.11(c) demonstrates that, as expected, the nonlinear diffusion function, Lt  

tends to maintain object boundaries while progressively blurring other regions as the 

evolution time increases (Alcantarilla et al., 2012). Conversely, the Log-Gabor function,  

excels at enhancing image texture, creating granule-like features at coarser scales (see  

Figure 4.11(d)). Therefore, considering the texture characteristics of the resulting scale-

spaces, the Log-Gabor-based LGFT is anticipated to detect a greater number of interest 

points than SIFT that relies on Gaussian and DoG scale-spaces, and KAZE that uses 

nonlinear diffusion scale-spaces.  

The lower part of Figure 4.11 presents a comparison of matched interest points, or 

inliers, detected by SIFT, KAZE and LGFT, alongside the resulting stitched images. Clearly, 

LGFT detected a higher number of inliers, with a wider spatial distribution across the 

overlapping areas than both SIFT and KAZE. As a result, the final stitched image is precisely 

aligned when using the LGFT method, whereas the SIFT and KAZE exhibit misalignments 

in object placement, as shown in the zoomed views.  
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Figure 4.11: Comparison of various scale-space generation methods. Top row: Input 
image pair. Middle row: Cropped images showing (a) Gaussian, L; (b) Different of 

Gaussian, DoG; (c) nonlinear diffusion, ; and (d) Log-Gabor,  scale-spaces. Bottom 
row: Matching and stitching effects produced by SIFT, KAZE, and LGFT 
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4.5 Performance Comparisons 

The robustness and effectiveness of the proposed methods are evaluated through a 

series of experimental comparisons with several leading feature detection techniques, with 

particular emphasis on image stitching in near-uniform scenes. These comparisons are 

structured into three main categories. First, a quantitative analysis is conducted to 

numerically evaluates the performance of each feature detector, focusing on their success 

rate in stitching near-uniform images. This includes analysis based on the number of inliers, 

recall, spread-overlap, and  metrics. Second, a qualitative comparison involves visual 

inspection to identify the strengths and weaknesses of each feature detector in producing 

high-quality stitched images. Finally, execution efficiency is evaluated by measuring and 

comparing the execution time required by each feature detector. 

 

4.5.1 Quantitative Analysis 

This section presents a numerical evaluation of the proposed ePDE and LGFT to 

justify their superiority over several advanced feature extraction techniques in the context of 

image stitching. The evaluation utilizes a dataset comprising 25 pairs of benchmark images, 

70 pairs of general images, and 123 pairs of HiRISE images, all selected to support the 

analysis of feature detection and image stitching. The benchmark images are notable for their 

photometry transformation characteristics such as blurriness, light changes, JPEG 

compression, and Gaussian noise transformation (see Figure 4.1). In contrast, the general 

images depict real-world scenes partially with near-uniform regions (see Figure 4.2). The 

HiRISE images predominantly feature near-uniform scenes (see Figure 4.3). 
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In the context of this study, not all feature detection methods are capable of extracting 

sufficient and reliable inliers from images that exhibit homogeneous or featureless regions, 

an essential requirement for successful image stitching. To assess the image stitching success 

rate for each feature detector, the alignment of each stitched image pair is visually inspected 

to ensure the final stitched image is free of severe distortion effects. Besides images that fail 

to stitch, those with significant distortion effects that are difficult to repair or fine-tune using 

warping, blending, and seam-cutting methods (Miao et al., 2023; Zaragoza et al., 2014) are 

excluded from the count. The success rate of image stitching is expressed as the percentage 

of accurately stitched images relative to the total number of sample image pairs. 

Figure 4.12 presents the image stitching success rates for the proposed ePDE and 

LGFT methods in comparison to advanced feature detection techniques across all benchmark  

 

Figure 4.12: Success rate of different feature-based image stitching across 95 pairs of 
benchmark and general images 
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and general image pairs. The 25 benchmark image pairs are typically rich in features, but 

they gradually exhibit blurriness, reduced brightness, loss of detail, and increased noise. 

These characteristics allow for easy inliers detection using all feature detectors, resulting in 

satisfying image stitching outcomes. In contrast, the remaining 70 pairs of partially near-

uniform scene images significantly challenge the performance of feature detectors. The 

LGFT method particularly excels in stitching near-uniform images, attaining a perfect 

success rate of 100% and surpassing other feature detectors. This indicates that LGFT is 

highly effective and robust to these types of images, generating sufficient and well-

distributed inliers in the overlapping areas of partially near-uniform scenes, as further 

demonstrated in the subsequent results illustrated in Figure 4.13 to Figure 4.16. 

Following LGFT, the proposed ePDE method ranks second, hindered only by false 

inliers detected in one image pair with a narrow overlapping region. Despite this, ePDE 

proves to be more robust than other advanced feature detectors when stitching near-uniform 

images. Feature detectors like SIFT, AGAST, KAZE, AKAZE, and U-RIFT typically reach 

a success rate approximately 95%. In contrast, the remaining feature detectors fall below 

87% success rate, with MSER performing the worst at 64.2%. Most poorly stitched images 

often arise from a lack of sufficient and densely clustered inliers within a limited area of the 

overlapping region. 

Due to the low performance of MSER, a total of 60 pairs of sample images that 

demonstrate successful image stitching using all feature detectors are brought together for 

the subsequent analyses. This includes 25 pairs of benchmark images and 35 pairs from a 

total of 70 pairs of general images. The analyses utilize the evaluation metrics, including the 

number of inliers, , the spread-overlap, , the recall,  ,  and  the    scores.  The  
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Figure 4.13: The average number of inliers,  varies among different feature detectors 
for 60 sample image pairs 

 

evaluation response for each feature detector is expressed as the average values derived from 

60 sample image pairs. For easier comparison, the following analyses use figures that display 

one evaluation metric alongside the number of inliers, shown on the left and right vertical 

axes respectively, for all feature detectors. 

Figure 4.13 demonstrates that the LGFT-4.4.3 variant detects significantly more 

inliers than other feature detectors. This result is expected because the LGFT-4.4.3 generally 

generates more scale-spaces compared to the LGFT-1.4.3 and LGFT-2.4.3 variants. It also 

employs additional oriented Log-Gabor scale-spaces used for interest point detection 

through non-maxima suppression. KAZE achieves results comparable to LGFT-2.4.3 due to 

its robustness in feature-rich images that helps it detect more inliers, but it performs less 

effectively  in  near-uniform  scene  images,  as  evidenced  in  Figure  4.12.  The  ePDE-  
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Figure 4.14: The average spread-overlap,  and average number of inliers,  varies 
among different feature detectors for 60 sample image pairs 

 

performs better than ePDE-  in terms of number of detected inliers, due to the ability of  

to preserve most of the prominent structures in its generated scale-spaces at higher evolution 

time units.  

Though a higher number of inliers,  is important, a narrower spread of these 

inliers within a small overlapping area can lead to poor image stitching and significant 

distortion in the final product. Figure 4.14 illustrates the ability of each feature detector to 

produce substantial number of well-distributed inliers within the overlapping area. The 

trends in the responses for inliers,  and spread-overlap,  are quite alike. Among them, 

the proposed LGFT methods achieve the most extensive spatial distribution of inliers, 

covering over 50% of the overlapping area, surpassing other feature detectors. The spread-

overlap,  responses of both ePDE-  and ePDE-  fall within a satisfactory range of 40% 
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to 48%, which is higher than most feature detectors. KAZE also shows strong results 

regarding the number of inliers,  and their spatial distribution, , but it does not perform 

as well in stitching near-uniform images compared to LGFT and ePDE. In this experiment, 

MSER records the lowest values for both the number of inliers, , and spread-overlap,  

when compared to all other feature detectors, reflecting the shortcomings of the local region 

detection approach, especially in near-uniform scenes. 

Recall is calculated as the ratio of inliers to the total number of initial 

correspondences within the overlapping regions of the scene images. The recall values,  

presented in Figure 4.15 show that all feature detectors retain more than 50% of their initially 

identified correspondences as stable inliers. Although the proposed LGFT methods achieve 

the lowest recall,  rate among all detectors, it  still  preserves  a  high  number  of  inliers  

 

Figure 4.15: The average recall,  and average number of inliers,  varies among 
different feature detectors for 60 sample image pairs 
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(meaning half of its initial matches are valid inliers) sufficiently for robust stitching 

performance. This suggests that LGFT’s lower recall,  is not necessarily a drawback, as 

successful image stitching depends more on the quantity and spatial distribution of inliers 

than on recall alone. On the other hand, MSER appears to hold 72% of its lowest number of 

corresponding interest points as stable inliers, primarily originating from the feature-rich 

regions of the images. 

Figure 4.16 shows the results of  score. The proposed LGFT methods clearly 

outperform other feature detectors, achieving the lowest  scores, close to one (ranging 

between 0.8 and 0.9). This suggests that LGFT methods are highly effective in identifying a 

sufficient number of inliers with extensive spatial distribution, a crucial factor for accurately 

estimating global homography transformation models between images. In  contrast, higher  

 

Figure 4.16: The average  scores and average number of inliers,  varies among 
different feature detectors for 60 sample image pairs 
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 scores are more likely to result in noticeable image distortion and, in some cases, 

complete failure of the image stitching process. After LGFT, the ePDE method ranks second 

with  scores also close to one. The  scores for both ePDE-  and ePDE-  are 

slightly higher, ranging between 1.5 and 2.0. These scores are still considered marginally 

good, indicating that they provide sufficiently widespread inliers to ensure precise alignment 

in image stitching, reducing misalignment errors and geometric distortion.  

MSER performs the worst, with the highest  score of 15.9, as shown in Figure 

4.16, accounting for its poor success rate. The number of extracted interest points is 

significantly lower than those of the proposed methods, and their spatial distribution is 

insufficient for effective image stitching, particularly in near-uniform scenes (see             

Figure 4.14). After MSER, both the methods SURF and BRISK also show high  

scores of 6.9 and 8.7, respectively, a good indicator of their image stitching success rate falls 

below 90%. Although ORB has a lower  score of 3.1, its success rate for image 

stitching also falls below 90%, implying that the detected inliers are less precise in 

approximating good image alignment, especially in near-uniform scenes. 

To further confirm the superior performance of the proposed ePDE and LGFT 

methods, Figure 4.17 presents their success rate in image stitching in comparison to other 

advanced feature detectors across all 123 pairs of HiRISE images. These images, typically 

contain near-uniform regions, often pose challenges for other feature detectors, leading to 

poor outcomes or failures. Similar to Figure 4.12, the image stitching success rate for each 

feature detector in the HiRISE dataset is determined by visually inspecting each stitched pair 

to ensure the final image is free of severe distortion. Images that fail to stitch or have 

significant distortion that cannot  be  repaired  using  warping,  blending,  and  seam-cutting  
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Figure 4.17: Success rate of different feature-based image stitching across 123 pairs of 
HiRISE images 

 

methods, are excluded from the count. The success rate is then calculated as the percentage 

of accurately stitched images from the 123 pairs of HiRISE images. Figure 4.17 shows that 

both the ePDE and LGFT methods excel, achieving a 100% success rate and surpassing other 

feature detectors. This demonstrates their effectiveness and robustness in stitching near-

uniform scenes by producing a sufficient and well-distributed number of inliers within the 

overlapping area. It should be noted that the upright version of RIFT (U-RIFT) is excluded 

from Figure 4.17 due to its inability to detect interest points in some rotated HiRISE images. 

In summary, these quantitative evaluations clearly indicate that the LGFT and ePDE 

methods are generally more robust than other feature detectors tested for stitching near-

uniform images, as they generate sufficient well-distributed inliers within the overlapping 

area. A high number of detected inliers, such as those by KAZE in Figure 4.13, does not 
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guarantee its capability to achieve a better success rate in image stitching, especially for 

near-uniform scenes. Instead, having a stable and adequately distributed set of inliers across 

the overlapping region is crucial for achieving satisfactory stitched images. Poorly stitched 

images usually result from an insufficient and clustered inliers within a small overlapping 

area.  

Furthermore, the recall,  metric alone does not fully reflect whether the extracted 

inliers from feature detectors are robust enough for successful image stitching, as it only 

measures the proportion of correct matches. In contrast, the  score serves as a more 

reliable metric by integrating recall,  with spread-overlap, , thereby capturing both the 

accuracy and spatial distribution of inliers. Experimental results presented in this section 

show that  score approaching one consistently correspond to more accurate and 

seamless stitched images with higher stitching success rate, confirming the metric's 

effectiveness in evaluating the robustness of feature detectors for successful image stitching. 

 

4.5.2 Qualitative Comparison 

This section evaluates the performance of the proposed ePDE and LGFT methods by 

visually inspecting the resulting stitched images. This evaluation highlights the strengths and 

weaknesses of each feature detector in terms of image stitching quality, especially for near-

uniform scenes. The quality of image stitching is primarily assessed by visually inspecting 

the approximate positions of inliers and their distribution within the overlapping area 

detected by the feature detectors. The dataset used for these assessments includes benchmark 

images with photometric transformations, general images with partially near-uniform 



119 

content, and HiRISE images with predominantly near-uniform scenes. The visual 

assessments are organized into three different approaches: 

i. Inlier Distribution Comparison: Visually compare the number and spatial 

distribution of inliers produced by various feature detectors, including the 

proposed ePDE and LGFT methods, on photometrically transformed 

benchmark images. 

ii. Stitching Quality Comparison: Visually evaluate the final stitched images 

from each feature detector, with emphasis on comparison against the 

proposed ePDE-  and LGFT-1.4.3. 

iii. Focused Method Comparison: Specifically assess the stitched image 

quality of KAZE and AKAZE in contrast to the proposed ePDE-  and 

LGFT-1.4.3 using selected examples. 

In the Inlier Distribution Comparison, the performance of various feature 

detectors, including the proposed ePDE and LGFT methods, is evaluated on photometrically 

transformed benchmark images. These images are generally less challenging to stitch than 

near-uniform scenes, due to their nonuniformity and feature-rich content. However, when 

images undergo photometric transformations that introduce blurriness, dimness, lossiness, 

or noise, the feature detectors vary in their ability to identify a sufficient number of well-

distributed inliers for successful and accurate image stitching. Figure 4.18 illustrates how 

various detectors perform on the blurry version of the 'bikes' image. Figure 4.19 shows the 

results on the light-adjusted 'leuven' image. In both figures, the approximate positions of 

detected inliers are marked by white circles and cross symbols.  
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Figure 4.18: Comparison of inlier count and distribution in the stitched images of blurry 
‘bikes’ using different feature detectors. Inliers are marked by white circles and crosses. 

(m) & (n) include stitched images without markers for clarity 
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Figure 4.19: Comparison of inlier count and distribution in the stitched images of light-
changed 'leuven' using different feature detectors. Inliers are marked by white circles and 

crosses. (m) & (n) include stitched images without markers for clarity 
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Although all feature detectors can detect inliers and produce successful image 

stitching, there are significant differences in the number of inliers detected and their 

distribution patterns. As shown in Figure 4.18 and Figure 4.19, MSER, SIFT, SURF, 

AGAST, BRISK, and ORB detect relatively fewer inliers, whereas KAZE, AKAZE, and     

U-RIFT demonstrate moderate performance. In contrast, both ePDE and LGFT detect a 

higher number of inliers that are more widely distributed across the overlapping region in 

comparison to other feature detectors. A closer inspection of Figure 4.18 and Figure 4.19 

reveals that ePDE and LGFT can detect inliers in blurrier, dimmer, and smoother areas that 

are difficult for other detectors to identify. This suggests that ePDE and LGFT are highly 

effective in handling feature-rich scenes under various photometric transformations, 

outperforming many existing feature detectors in image stitching. 

In the Stitching Quality Comparison, a visual assessment is conducted using nine 

sets of final stitched images, shown in Figure 4.20 to Figure 4.28. Each figure displays the 

stitching results of different feature detectors, along with the estimated positions of inliers 

in the overlapping regions. The seams are intentionally retained to reveal how the images 

are stitched together. Each set contains three stitched images: the first image is created by a 

tested feature detector, the second image by ePDE- , and the third image by LGFT-1.4.3. 

Since these images partially contain near-uniform regions, the stitching process is 

particularly challenging and more prone to image distortion, misalignment and visible 

artifacts. Only the ePDE-  and LGFT-1.4.3 variants are included in these examples, as they 

generally demonstrate superior robustness and efficiency compared to other versions. 

The resulting stitched image tends to exhibit notable distortion when inliers are fewer 

and clustered in a small area. This issue is evident in Figure 4.20, where the stitched output 
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produced by MSER shows far more severe distortions compared to those generated by 

ePDE-  and LGFT-1.4.3. The primary cause is the limited number of inliers clustered in a 

small area in the MSER-stitched image, which leads to inaccuracies in estimating the global 

geometric transformation, ultimately resulting in obvious distorted stitching errors. 

 

Figure 4.20: Comparison of resulting stitched image produced by the MSER, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 
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Figure 4.21: Comparison of resulting stitched image produced by the SURF, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 

 

A similar stitching distortion is observed in the SURF-stitched image shown in 

Figure 4.21(a). The obvious misalignment in the cloud and tree regions results from a lower 

number of inliers concentrated in feature-rich house area, leaving the near-uniform cloud 

region undetected. Conversely, LGFT-1.4.3 and ePDE-  achieve generally better stitching 

results compared to SURF, though a slight misalignment remains in the cloud region. This 
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minor error is attributed to the higher number of inliers concentrated in the house and tree 

areas. Inliers detected by LGFT-1.4.3 and ePDE-  improve the accuracy of global 

geometric transformation estimation, thereby minimizing overall stitching artifacts. 

 

Figure 4.22: Comparison of resulting stitched image produced by the BRISK, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 
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Figure 4.22 presents an example of distortion in the BRISK-stitched image, primarily 

caused by an insufficient number of inliers. Instead, the stitched outputs from ePDE-  and 

LGFT-1.4.3 show better alignment due to a significantly higher number of well-distributed 

inliers. Figure 4.23 further shows the challenge of a near-uniform coastal scene, where 

KAZE struggles to detect enough inliers compared to ePDE-  and LGFT-1.4.3. 

 

Figure 4.23: Comparison of resulting stitched image produced by the KAZE, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 
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SIFT is not designed to address near-uniform scene (Lowe, 1999, 2004). In         

Figure 4.24, it fails to produce accurate stitching, resulting in visible misalignment and 

distortion. AKAZE-stitched image in Figure 4.25 shows similar misalignment. These 

stitching errors occur because both SIFT and AKAZE struggle to detect enough inliers in 

the overlapping near-uniform regions. Though, the outputs from ePDE-  and LGFT-1.4.3 

achieve accurate alignment, supported by a greater number of well-distributed inliers. 

 

Figure 4.24: Comparison of resulting stitched image produced by the SIFT, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 

 

 

Figure 4.25: Comparison of resulting stitched image produced by the AKAZE, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 
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Figure 4.26: Comparison of resulting stitched image produced by the ORB, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 

 

Figure 4.26 shows significant distortion in the ORB-stitched image, mainly due to a 

very limited number of inliers clustered within a small area, leading to inaccurate estimation 

of global transformation model. The ePDE- -stitched image also shows minor 

misalignment, as its inliers are concentrated in the upper cloud region of the overlap. By 
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comparison, LGFT-1.4.3 demonstrates greater robustness by detecting sufficient inliers 

across both the upper cloud region and the lower aircraft engine area, enabling more accurate 

stitching. Additionally, the U-RIFT-stitched image in Figure 4.27 also exhibits misalignment 

when compared to the outputs of the proposed ePDE-  and LGFT-1.4.3. 

 

Figure 4.27: Comparison of resulting stitched image produced by the U-RIFT, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 
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Figure 4.28 shows less obvious misalignment in the AGAST-stitched image. But a 

noticeable blurring effect appears in the green field, particularly in the upper-left overlapping 

area. This is due to most inliers are concentrated along the edges of the elliptical shape, 

unlike the more evenly distributed inliers observed in the outputs of the proposed methods. 

 

Figure 4.28: Comparison of resulting stitched image produced by the AGAST, ePDE- , 
and LGFT-1.4.3 methods. The approximate inlier locations are marked by magenta circles 

and yellow cross markers 
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In the Focused Method Comparison, attention is given to a direct comparison 

between KAZE, AKAZE, ePDE-  and LGFT-1.4.3. This comparison is essential, as KAZE 

and AKAZE generally achieve higher average stitching success rates than most other 

methods, excluding ePDE and LGFT. While KAZE and AKAZE excel in feature-rich areas, 

their performance diminishes in near-uniform regions. To illustrate this, the following  

Figure 4.29 to Figure 4.32 present additional stitched image examples using KAZE, 

AKAZE, ePDE- , and LGFT-1.4.3. These comparisons highlight the strengths and 

weaknesses of each method, showing how ePDE-  and LGFT-1.4.3 maintain superior 

performance in challenging near-uniform scenes, where KAZE and AKAZE may falter. 

KAZE and AKAZE generally perform well in detecting inliers within feature-rich 

regions but are less effective in near-uniform scenes. This limitation is evident in Figure 4.29 

to Figure 4.31, where both methods fail to identify sufficient inliers in near-uniform areas. 

This observation is consistent with previous works, where KAZE and AKAZE are shown to 

perform well in textured environments but did not address the challenges of near-uniform 

scene (Alcantarilla et al., 2013; Alcantarilla et al., 2012). In addition, Figure 4.29 to          

Figure 4.31 also show that KAZE detects slightly more inliers than AKAZE that prioritizes 

faster detection speed (Alcantarilla et al., 2013).  

In Figure 4.29, the images stitched using KAZE and AKAZE exhibit misalignment 

in the cloud region. Both methods fail to detect inliers in the ocean and cloud regions that 

are largely featureless or near-uniform. Additionally, the number of inliers detected in the 

town building area is insufficient, resulting in poor estimation of global transformation for 

accurate stitching. Instead, both ePDE-  and LGFT-1.4.3 successfully detect enough well-

distributed inliers across the overlapping region, leading to distortion-free image stitching.  
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Figure 4.29: Comparison 1 of resulting stitched images produced by the KAZE, 
AKAZE, ePDE- , and LGFT-1.4.3 methods. The approximate inlier locations are marked 

by white circles and cross markers 
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Figure 4.30: Comparison 2 of resulting stitched images produced by the KAZE, 
AKAZE, ePDE- , and LGFT-1.4.3 methods. The approximate inlier locations are marked 

by white circles and cross markers 

 

Figures 4.30 and 4.31 show similar weaknesses in the KAZE- and AKAZE-stitched 

images, particularly noticeable misalignment compared to those from ePDE-  and     
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LGFT-1.4.3. While KAZE and AKAZE detect a sufficient number of inliers, they are mostly 

concentrated in feature-rich regions, with none detected in near-uniform areas. In contrast, 

ePDE-  and LGFT-1.4.3 produce more inliers that are well-distributed across the entire 

overlap, resulting in more accurate homography model for precise stitching alignment. 

 

Figure 4.31: Comparison 3 of resulting stitched images produced by the KAZE, 
AKAZE, ePDE- , and LGFT-1.4.3 methods. The approximate inlier locations are marked 

by white circles and cross markers 
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Interestingly, in Figure 4.32, the stitched images produced by KAZE and AKAZE 

do not show clear distortion or misalignment, despite what seems to be an insufficient 

number of inliers. However, the distribution of these inliers suggests that they are adequate 

for accurate global geometric transformation model in this particular case. On the other hand, 

ePDE-  and LGFT-1.4.3 achieve a greater number of inliers with wider spatial coverage, 

providing stronger confidence in the accuracy of the stitching results. 

 

Figure 4.32: Comparison 4 of resulting stitched images produced by the KAZE, 
AKAZE, ePDE- , and LGFT-1.4.3 methods. The approximate inlier locations are marked 

by white circles and cross markers 
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Figures 4.29 to 4.32 also reveal that LGFT-1.4.3 consistently detects more inliers 

than ePDE- , highlighting its greater effectiveness in feature detection. This advantage 

arises mainly from the texture enhancement capabilities of LGFT that generates granule-like 

patterns in its scale-spaces. These patterns provide richer structural details that enhance 

feature detection. By comparison, the ePDE approach emphasizes preserving object 

boundaries while smoothing homogeneous regions through nonlinear diffusion (Alcantarilla 

et al., 2012). Due to differences in texture detail within their scale-spaces, ePDE detects 

slightly fewer inliers compared to LGFT. The increased inlier detection by LGFT-1.4.3 

contributes to more precise global geometric transformation model, consistently enhancing 

the accuracy of the stitched images across both feature-rich and near-uniform scenes. 

Based on the visual assessment approaches described above, the proposed ePDE-  

and LGFT-1.4.3 techniques demonstrate enhanced performance in image stitching, 

particularly for near-uniform scene images. This is supported by the examples provided in 

this section, which evident that existing state-of-the-art methods struggle to detect a 

sufficient number of inliers in challenging low-texture or near-uniform regions (Lyu et al., 

2019; Pandey & Pati, 2019; Yang et al., 2025). In comparison, the proposed ePDE-  and 

LGFT-1.4.3 methods successfully identify a greater number of inliers, widely spread across 

both feature-rich and near-uniform regions. This broadly distributed inliers provide essential 

information required for accurately estimating the global geometric transformation model. 

Consequently, this enables precise image alignment with minimal or no distortion and visible 

artifacts between overlapping images. 
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4.5.3 Execution Efficiency 

This section evaluates the efficiency of the proposed ePDE and LGFT methods by 

comparing their processing time with those of other feature detectors. While faster 

processing time are particularly advantageous for real-time applications, they are not the 

strongest aspect of the proposed ePDE and LGFT methods in this study. Table 4.3 highlights 

the fastest processing time recorded by each feature detection method. To ensure a fair 

comparison, processing time for all feature detectors are averaged over the same set of 20 

image pairs. This set includes 12 benchmark and 8 general image pairs. Obviously, ORB 

stands out with the fastest processing time, outperforming the other feature detectors. This 

efficiency is largely due to ORB's design that prioritizes computational speed and benefits 

from the binary nature of its BRIEF descriptors, resulting in lower memory usage.  

Table 4.3: Comparison of the average processing time for each feature detector, calculated 
over 20 images and measured in seconds 

Rank Feature Detector Average Processing Time (s) 

1 ORB 0.022 

2 AKAZE 0.047 

3 SURF 0.053 

4 AGAST 0.077 

5 SIFT 0.087 

6 MSER 0.226 

7 BRISK 0.229 

8 KAZE 0.404 

9 LGFT-1.4.3 1.309 

10 LGFT-2.4.3 2.246 
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Table 4.3 continued 

11 U-RIFT 2.375 

12 ePDE-  3.568 

13 ePDE-  3.620 

14 LGFT-4.4.3 4.149 

 

As shown in Table 4.3, AKAZE, SURF, and AGAST have relatively fast processing 

time, although they are still slower than ORB. These methods are designed to be more 

efficient than their predecessors, making them ideal for real-time applications, particularly 

in situations where computational resources are limited. Conversely, SIFT, MSER, and 

KAZE are slower because they are not specifically optimized for efficiency, which is 

reflected in their processing time rankings in Table 4.3. Although BRISK is intended to be 

computationally efficient for applications requiring fast performance, its performance in this 

experiment is surprisingly slower than both SIFT and MSER, as shown in Table 4.3.              

U-RIFT, being more computationally demanding, is designed to handle multi-modal images, 

where analysing the inherent influence of rotations on the maximum index map for feature 

description can significantly increase its processing time.  

The proposed ePDE and LGFT methods prioritize robustness and accuracy in feature 

detection, particularly in near-uniform scenes, rather than computational efficiency. 

Consequently, they are relatively computationally expensive. As indicated in Table 4.3, the 

proposed methods are regrettably positioned among the slowest feature detectors. This is 

expected, as the longer processing time of these methods primarily arise from the iterative 

processes required to generate detailed nonlinear diffusion and log-Gabor scale-space 

representations, as well as the extensive inlier detection.  
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In Table 4.3, the LGFT-1.4.3 variant is generally more efficient than other LGFT 

versions, and it is approximately 81.4% faster than U-RIFT. However, as the number of 

orientations,  increases, processing time also rise, making LGFT-4.4.3 the slowest among 

all feature detectors. Overall, the ePDE methods are more computationally demanding than 

LGFT, though ePDE-  performs slightly faster than ePDE- . Although the proposed 

methods are not specifically optimized for computational efficiency in real-time 

applications, the additional processing time is well justified by the substantial enhancements 

in image stitching quality and the overall performance. The trade-off between accuracy and 

speed is consistent with findings from prior studies. For instance, fast detectors like ORB 

and BRISK prioritize speed but often sacrifice robustness and descriptiveness (Leutenegger 

et al., 2011; Rublee et al., 2011). Conversely, more accurate approach such as KAZE that 

rely on nonlinear diffusion filtering, typically involve higher computational costs 

(Alcantarilla et al., 2012). 

 

4.6 Chapter Summary 

This chapter presents a series of experiments, analyses, and results aims at evaluating 

the performance of the proposed feature-based image stitching methods in comparison with 

several state-of-the-art techniques, particularly in near-uniform scenes. The evaluation is 

conducted using a dataset comprising 218 image pairs, of which 157 are newly created near-

uniform image pairs specifically designed to assess the effectiveness of the proposed 

methods. For optimal configuration, parameter fitting for the enhanced Partial Differential 

Equation (ePDE) method indicates that a contrast factor of  is most suitable for both 

ePDE-  and ePDE-  variants. In the case of the Log-Gabor Feature Transform (LGFT) 
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method, the optimal parameters are identified as Set3: radial bandwidth, , filter 

scaling factor, , and parameter weight, , using the number of octaves,           

 = {1, 2, 4} and number of sublevels,  = 4. Based on these configurations, three LGFT 

variants, LGFT-1.4.3, LGFT-2.4.3, and LGFT-4.4.3, are selected for further evaluation. 

These parameter choices are based on achieving optimal performance while taking 

processing time into consideration. 

Overall, the experimental results demonstrate that the proposed LGFT and ePDE 

methods deliver outstanding performance in stitching near-uniform images, achieving over 

a 14.63% higher stitching success rate compared to existing feature-based stitching 

techniques. This superior performance is attributed to the richer texture granularity details 

captured by the LGFT scale-spaces, and the improved edge-preserving nonlinear scale-

spaces generated by ePDE, both of which contribute to enhanced interest point detection. 

Whereas other conventional feature detectors perform significantly worse in near-uniform 

scenes. For instance, SIFT achieves a stitching success rate of 73.98%, while MSER records 

the lowest at just 4.88%.  

LGFT-4.4.3 consistently detects the highest average number of inliers at 2,665 with 

an  score of 0.8. However, this advantage comes at the cost of increased 

computational complexity. By comparison, LGFT-1.4.3 offers a better balance between 

accuracy and efficiency, achieving an average of 1,435 inliers with an improved  

score of 0.9. For the ePDE approach, the  variant outperforms  due to its more detailed 

scale-space structures, attaining an average of 818 inliers and an  score of 1.5. On the 

contrary, other conventional feature detectors exhibit higher  score, indicating poorer 

performance. For example, MSER detects only 87 inliers with a significantly higher  
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score of 15.9, suggesting a greater risk of misalignment and severe distortions in the resulting 

stitched images due to sparse or poorly distributed inliers. 

In general, both LGFT and ePDE methods are more computationally extensive than 

the other evaluated feature detectors, typically complete execution in just under 0.5 seconds. 

LGFT-1.4.3 recorded an average processing time of 1.309 seconds, while maintaining strong 

interest points detection performance. This efficiency is largely due to its use of a single 

oriented scale-space. By comparison, LGFT-4.4.3 employs multiple orientations has the 

longest processing time of 4.149 seconds, making it the slowest among all the evaluated 

feature detectors. Generally, ePDE methods are found to be more computationally intensive 

than LGFT. In conclusion, when considering the balance between accuracy and efficiency, 

LGFT-1.4.3 followed by ePDE-  emerge as the most effective and reliable feature 

detectors for stitching near-uniform images. Their ability to detect a large number of 

accurately matched and well-distributed inliers underlines their suitability for challenging 

near-uniform image stitching, although this comes at the cost of longer processing times 

compared to the faster execution of existing feature detectors.
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CHAPTER 5  
 
 

CONCLUSION AND FUTURE WORKS 

5.1 Conclusion 

Image stitching has become a key technique in aligning multiple overlapping images 

of the same scene to create seamless and high-resolution image. It plays a vital role in 

numerous modern multimedia applications, including panoramic photography, virtual 

reality, aerial surveillance, medical imaging, and astronomical imaging. While significant 

advancements have been made in this field, image stitching remains a persistent challenge 

in computer vision. In particular, stitching near-uniform scenes has received limited research 

attention, a gap that this thesis aims to address. 

To overcome these challenges, this thesis proposes two novel feature-based image 

stitching methods: the enhanced Partial Differential Equation (ePDE) and the Log-Gabor 

Feature Transform (LGFT). The ePDE method utilizes a Lorentz-modulated nonlinear 

diffusion model in the spatial domain, while LGFT employs two-dimensional Log-Gabor 

filters in the frequency domain. These methods, forming the first two objectives of this 

research, are designed to enhance scale-space representations and improve interest point 

detection across wider spatial regions, particularly in near-uniform scenes. In addition, two 

new evaluation metrics, the spread-overlap,  and the recall-to-spread-overlap ratio, 

, are proposed as the third objective to provide a more comprehensive assessment of 

feature detection effectiveness in relation to image stitching quality.  

A total of 218 image pairs, including 157 newly generated near-uniform pairs, are 

used to evaluate the performance of the proposed methods. Comparative experiments are 
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conducted against several state-of-the-art feature detectors, including MSER, SIFT, SURF, 

BRISK, KAZE, AKAZE, AGAST, ORB, and U-RIFT. The experimental findings indicate 

that LGFT and ePDE achieve over a 14.63% higher image stitching success rate, 

significantly outperforming other evaluated feature methods in handling near-uniform 

scenes.  

While the proposed methods exhibit superior performance, they incur higher 

computational costs. The average execution time for LGFT-1.4.3, for instance, is 1.309 

seconds, compared to just under 0.5 seconds for many conventional techniques. However, 

given that the proposed methods prioritize robustness and accuracy over speed, the increased 

processing time is considered acceptable considering the substantial improvements in 

stitching quality. In conclusion, the proposed ePDE and LGFT methods effectively address 

the challenges of stitching near-uniform images and provide a solid basis for future research, 

especially toward real-time optimization. 

 

5.2 Limitations 

The ePDE and LGFT methods are designed to enhance the detection of interest 

points, particularly in near-uniform scenes characterized by homogeneous or featureless 

regions. However, this improvement comes with a trade-off of higher computational 

complexity when applied to nonuniform or feature-rich scenes. Although generating detailed 

nonlinear diffusion and Log-Gabor scale-space representations involves iterative processing 

that contribute to longer runtimes (Li et al., 2020), the primary factor behind the extended 

processing time is the additional time required to identify a greater number of inliers during 

non-maxima suppression across multiple scale-spaces (Bay et al., 2006; Lowe, 2004). In 



144 

nonuniform scenes with more complex and salient features, both ePDE and LGFT tend to 

detect even more inliers than in near-uniform scenes, resulting in further increases in 

processing time. Moreover, as the number of scale-spaces increases, so does the 

computational cost of performing non-maxima suppression. However, in certain 

applications, the limitation of lower computational speed may be acceptable or even 

advantageous. These include offline high-resolution image stitching tasks such as aerial 

imaging (Li & Zhou, 2024), medical imaging (Mohammadi et al., 2024), and astronomical 

imaging (Wang et al., 2024), where accuracy is prioritized over real-time performance. 

It is important to note that the ePDE and LGFT methods are not intended for aligning 

and stitching images with significant depth variation. When images are captured from 

different viewpoints as the camera moves between shots, objects within the images can shift 

relative to each other. This shift can cause the generated warps to "break," resulting in visible 

seams, distortions, or ghosting, where objects fail to align properly. These issues, known as 

parallax errors, are particularly challenging in scenes with severe depth variation and require 

specialized methods to address them (Li et al., 2018; K. Lin et al., 2016; Zaragoza et al., 

2014). As a result, the nonlinear scale-spaces generated by ePDE and LGFT are less effective 

at detecting inliers, especially in images with significant viewpoint changes, such as the 

‘graffiti’, ‘wall’, ‘bark’, and ‘boat’ images from the Affine Covariant Features (2007) 

dataset. 

 

5.3 Contributions 

This thesis introduces the ePDE and LGFT methods, making a significant 

contribution to the field of image stitching, especially in handling near-uniform scenes. Such 
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scenes typically consist of extensive uniform regions, either partially or entirely, that lack 

distinctive features, making it challenging for current state-of-the-art methods to identify 

sufficient corresponding interest points across overlapping areas. The proposed methods 

effectively overcome this limitation, consistently delivering well-aligned stitching results 

with minimal or no misalignment. This marks an improvement over current methods, such 

as MSER, SIFT, SURF, BRISK, KAZE, AKAZE, AGAST, ORB, and U-RIFT. 

Furthermore, this thesis demonstrates that the proposed methods also perform well across a 

variety of general nonuniform datasets. 

Performance evaluation is essential in image processing, including image stitching, 

to validate the quality, reliability, applicability, and efficiency of the stitched images. 

Unfortunately, there is no single gold standard for assessing the performance of image 

stitching (Bergen & Wittenberg, 2016). Researchers commonly rely on visual comparison 

(Bergen & Wittenberg, 2016) and the metrics, such as repeatability (Mikolajczyk & Schmid, 

2001; Schmid et al., 2000), recall and precision (Mikolajczyk et al., 2005), primarily 

designed for evaluating feature detectors and descriptors. These metrics have no direct 

correlation to the quality of image stitching outcomes. To address this issue, this thesis 

proposes and implements two new evaluation metrics for image stitching: the spread-

overlap,  and the recall-to-spread-overlap ratio, . These metrics are designed to 

assess stitching quality by analysing the spatial distribution of detected inliers. They provide 

a meaningful measure of how the distribution and accuracy of inliers influence the quality 

of the final stitched images, serving as performance indicators for the proposed feature-based 

stitching techniques. 
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Image datasets are essential for various tasks in image processing, machine learning, 

and computer vision, serving as benchmarks for algorithm development and assessment. The 

majority of current datasets are primarily created for tasks including image classification, 

image retrieval, facial recognition and object detection. However, to the best of the author's 

knowledge, very few standard benchmark datasets are available for algorithm development 

and evaluation in image stitching, and it is especially difficult to find image pairs involving 

near-uniform scenes (Yang et al., 2025). This lack of resources hinders researchers from 

making effective benchmarking comparisons of algorithm performance. To address this gap, 

this thesis contributes datasets comprising 218 image pairs, of which 157 are newly 

generated. These include images captured by the author as well as those cropped from 

HiRISE | Image Catalog (n.d.). These datasets will expand the pool of available resources 

for future research. 

 

5.4 Future Works 

The proposed methods, while effective in improving stitching quality for near-

uniform scenes, exhibit limitations in terms of computational efficiency. This pose 

challenges for real-time deployment, particularly in low-latency applications such as virtual 

reality, augmented reality and autonomous navigation. To mitigate this issue, a promising 

direction for future research is the adoption of patch-based mapping techniques that focus 

on smaller, localized regions of an image instead of processing the entire image globally. 

Patch-based strategies have been explored in several studies. For instance, Liu et al. (2018) 

proposed a patch-wise segmentation framework for large-scale remote sensing images, 

where each image is divided into smaller patches and processed individually using a 
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dedicated patch-wise network. Similarly, recent surveys on deep learning for local feature 

matching highlight the patch-based matching strategies in enhancing correspondences 

accuracy by extracting features from localized image patches (Huang et al., 2024; Xu et al., 

2024). Therefore, applying this strategy to the proposed methods can reduce unnecessary 

processing by concentrating computational resources on local image regions. It also enables 

parallel or hierarchical execution, thereby improving scalability and runtime efficiency. 

Another key challenge in image stitching research is the lack of standard benchmark 

datasets, especially for near-uniform scenes (Yang et al., 2025). Developing new and diverse 

image datasets, including near-uniform and low-texture image pairs, presents a valuable 

direction for future work. Such datasets would not only support the development of more 

robust algorithms, both the handcrafted and deep learning-based feature detection methods 

but also serve as standardized benchmarks for objective performance evaluation.  

A particularly promising application area lies in astronomical imaging, where scenes 

are often near-uniform in nature. Faint and blurred celestial objects are typically embedded 

within uniform and noisy backgrounds, making it difficult to detect enough well-distributed 

inliers for accurate alignment. This often results in stitching artifacts such as ghosting, 

misalignment, and geometric distortion that may affect scientific interpretations. A recent 

study by Wang et al. (2024) applies deep learning techniques for stitching astronomical 

images. Although their method successfully extracted and matched keypoints, the keypoints 

tended to cluster in specific regions, and the authors also highlighted persistent challenges 

in handling the extreme noisy or low-contrast conditions common in deep-space imagery. 

Given the demonstrated robustness of the proposed ePDE and LGFT methods in handling 

near-uniform scenes, future work could explore their application to astronomical image 
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stitching, an area that similarly features low-texture and noisy backgrounds, where the 

proposed methods may offer substantial improvements in alignment accuracy and visual 

quality. 
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